1.1 Semantics

The semantics of a service are the shared expectations about the service. Fundamentally, we expect that all services deployed in a SOA have an intended purpose. That purpose is the linchpin by which we measure the expectations for a service and is the basis of its semantics. The purpose of a service is the highest-level semantic characterization of the service.
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In principle, the semantics of a service many aspects of its establishment – from the format and structure of any data communicated between the participants of a service interaction to the state-ful requirements on the participants to the expected effects of successfully interacting with the service. 

A service represents an action boundary between the infrastructure that the service is deployed over and the business context in which it is deployed. Addressing the semantics of this boundary in the appropriate manner is one of the key challenges to developing large scale reliable systems.

1.1.1 Description

One of the hallmarks of a Service Oriented Architecture is the degree of documentation associated with it. The purpose of this metadata is to facilitate integration, particularly across ownership domains. By providing descriptions, the task of designing client applications that make use of a service is considerably enhanced.

In this spirit, we might also expect that the semantic aspects of a service may also be documented. Such documentation will, in principle, be layered into several levels:
1. The metadata required to reliably contact the service and to establish communication with it. In Web Services, this role may be filled by descriptions using the WS-Reliability specification.
2. The metadata required to reliably format data for interchange between service participants. In Web Services, this role may be filled by WSDL documents.
3. The metadata required to reliably sequence operations of the service. Documents using specifications such as WSBEPL and CDL are oriented towards such requirements
4. The metadata required to adequately measure the effect of using a service and of the requirements of the participants. Often, this is the kind of description labeled as semantic, although, in reality, all the above documents represent descriptions of the semantics of the service – albeit at different levels of abstraction.
There may also be documents that relate to any policies governing the service and to any agreements and contracts associated with the service. Such documents may range in scope from simple technical policies to legal contracts valid in international law.
If documented in metadata, a service’s semantics has many possible uses: it can be used as a basis of discovery in dynamic systems, it can assist in managing a service, validating and auditing uses of services may also be simplified by rich metadata.

However, it is not essential to the concept of SOAs that the semantics of a service be so completely described.
1.1.2 Context

Within an SOA-RM, context provides essential metadata surrounding a discourse that helps to establish correct interpretation between the principals involved in that discourse. Since words and symbols used in a particular discourse may have multiple possible interpretations, the context metadata provides a basis for selecting the correct interpretations of the words and symbols.
1.1.3 Autonomy

Autonomy is inherently a relative concept -- one is autonomous from control by something. In the case of a SOA-style system, we expect that a very common situation is one where the providers of services and the consumers of services will often belong in different ownership domains; as such, they will inevitably have certain rights and freedoms not normally applicable to closed systems. In particular, providers of services can refuse service, and consumers of services may arbitrarily abandon connections.

In this context, it is advisable that SOA architectures be designed from the perspective that service providers and consumers are autonomous from each other. Such a constraint for service participants leads to a reliability benefit in SOA architectures – they will be inherently more robust and reliable than closed architectures.

1.1.4 Data/Information Model

The goal of SOA Data/Information Model is to specify an abstract interface and data model for exchange of data among SOA entities. Entities in SOA need a standard way to (de)serialize data, extract and/or construct metadata, and infer service semantics.

At the highest level data in SOA can be classified as private and public. Private data includes the data used by a service. The data model of this data is private to the service implementation. This data model does not provide a mapping or bridge to private data. In an exchange this type of data is carried as payload inside of an exchange data unit. 

Public data includes data that embodies the state, property and parameters of an SOA. Public data should be available at standard interfaces and in standard formats. 

The data model should also define standard mechanisms for services to extract metadata that may be serialized with data. 

