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This non-normative working document proposes a set of design principles and patterns upon which XRI syntax should be based.

The principles are listed in order of priority, i.e., where there is a design issue that poses a conflict between two principles, the higher priority principle should take precedence.

It uses the following terms (in addition to those in the current normative glossary):

· Node: the atomic unit of a path, i.e., the value representing an individual point in the directed graph formed by any composite identifier.

· Segment: any syntactically distinguishable portion of a composite identifier. Within any identifier scheme, the segment types can be distinguished by their delimiters, i.e., slash segments, dot segments, colon segments, etc.

· Path: any set of segments within a composite identifier.

· Local reference: an identifier assigned by an identifier authority without regard to any other context.

· Cross-reference: an identifier assigned by an identifier authority by reference to another absolute context.

· Delegated: a syntactic relationship which expresses that further nodes in a path are assigned by a different identifier authority.

· Non-delegated: a syntactic relationship which expresses that further nodes in a path are assigned by the current identifier authority.

· Absolute XRI value: the portion of an XRI following the "xri:" scheme name.

1. XRI syntax should model logical not physical relationships.

The principle motivation of XRIs is to provide a layer of abstract identifiers that can be deployed across any underlying physical network, domain, or application. As such, XRI syntax should express as purely as possible logical relationships between identifiers, identifier authorities, and identified resources, and as little as possible requirements or conventions of a particular network infrastructure, topology, or protocol.

2. XRI syntax should be as simple and unrestrictive as possible.

This is a good design principle for most specifications, but is particularly appropriate for an abstract identifier syntax that may be adapted to hundreds if not thousands of underlying physical networks, systems, databases, applications, and other resource stores.

3. XRI syntax should be a superset of HTTP URI syntax.

This principle is the "exception that proves the rule" regarding #1 and #2. If there is one URI scheme that deserves special consideration due to its overwhelming adoption and proven utility, it is HTTP URIs. In fact, HTTP URIs inherit the majority of RFC 2396 syntax, so they are arguably the primary design pattern around which URI syntax evolved.

The effect of this principle (first proposed by Dave McAlpin) is that any HTTP URI should be a legal XRI if the prefix "http:" is replaced with "xri:". (How this abstraction of an HTTP URI should be interpreted is a separate topic which bears further discussion.)

4. Every node of an XRI can be either a local reference or a cross-reference.

This principle establishes the concept of cross-reference as a universal namespace that can exist at any node of any XRI path. In essence it allows unlimited sharing of any XRI-addressable directory tree. This design feature does not appear to have any precedent in URI syntax.

5. Every node of an XRI can be either delegated or non-delegated.

This is a significant departure from URI syntax which only recognizes delegation at the top (naming authority) level. XRI syntax should allow unlimited delegation.

6. Every node of an XRI can be either persistent or reassignable.

In contrast to the all-or-nothing design of URNs, this principle enables XRIs to support persistence at any level of the path.

7. Persistent XRI segments should conform to URN syntax requirements.

Although principle #6 means XRI cannot be legal URNs, the persistent segments should still conform to the equivalent requirements for URN syntax. Applying this principle means it will be possible to define a simple transformation between an fully-persistent XRI and a RFC 2141-compliant URN.

8. Absolute XRI values should be distinguishable from absolute URIs.

Absolute URIs all begin with a set of alpha characters (the scheme name) followed by a colon. If all absolute XRI values begin with a symbol character, they will be syntactically distinguishable from absolute URIs without requiring the "xri:" prefix. This is useful both for compactness and improved human friendliness.

9. XRI cross-references can contain either an absolute URI or an absolute XRI value.

This is an application of principle #8. It permits XRI xrefs to be more compact and human-friendly than other URI-based xrefs.

10. Relative XRIs should be distinguishable from relative URIs.

RFC 2396 permits relative URIs (which appear to only be used by the HTTP URI scheme) to begin with slash, dot, or double dot. If relative URIs can incorporate the same functionality yet be syntactically distinguishable in the same way as absolute XRIs, it will enable interoperability of these two forms of relative references.

11. XRI fragment syntax should be a superset of URI fragment syntax.

This is a follow-on to principle #3. RFC 2396 defines no common syntax for addressing internal to a resource. This principle allows XRI logical addressing features to be extended to this level.

12. XRI query syntax should be a superset of URI query syntax.

Another follow-on to principle #3. RFC 2396 defines no common syntax for structured queries. This principle allows XRI features including cross-referencing to be extended to queries.

13. XRI query syntax should support using XPath query syntax.

Although principle #12 would enable cross-references to be used to declare the query syntax, this principle suggests that XRIs should provide specification-level support for the most common XML query language.

