Interoperability Observations

For LegalXML ECF TC
I have included my comments using track changes within.  Todd Vincent (Winchel@mindspring.com). 
We submitted a process model description for case initiation into the Tybera eFlex system that is functioning in the Utah District Courts.  Our intent was to follow the example description that was provided by the Process Model Committee.  

After reviewing my submission and the example included in the request from the Process Model Committee, there were a few observations that I want to make.  As I mentioned in the July meeting in Washington D.C. the current concepts of ECF are based on one-way processing instead of two-way.  I did not feel that what I submitted will clearly identify this concern. 

In addition to this, there are other aspects of the ECF standard that I do not think would come out of this process model that I feel we should discuss.  These issues deal with the philosophy of how to extend the current ECF 1.1 into ECF Blue such that interoperability is more likely to occur.  Having had the opportunity to read other documentation on other systems and comparing it to eFlex, I can see there are significant issues that either must be addressed as part of Blue, or the concepts of interoperability need to be dropped. I am also trying to speed up the development of Blue.

Scope and Comparison

The first item that I want the committee to address is the development of a philosophy and strategy to control the extensions that will change ECF 1.1 into ECF Blue.
I agree with Dallas that managing extension is an issue that was not addressed well in Court Filing 1.0 or 1.1 (due in part to the limitations of DTDs) and that this issue should be addressed. 

The <xmlLegal> Schema Framework, used in the California 2GEFS Project, addresses (and in my view solves) this problem.
There is a fundamental part of the standard we need the committee to consider for all of LegalXML.  The original goal of LegalXML was to create an open environment where attorneys can electronically file documents to the court.  
This is not accurate.

The original goal of Legal XML was to create open, non-proprietary standards in a consensus environment for legal documents and protocols.  This would include areas such as court filings and documents, justice transactions and documents, transcripts, contracts, and legislation.  As a practical matter, most Legal XML members were interested in court and justice transactions and transcripts.  
The point is that the interoperability issue is much larger than simply court filing.
We have seen that ECF 1.1 is very limited in what it can support. It does not provide all the requirements needed to make a complete system.  Therefore the committee needs to define the scope of what we are going to accomplish with ECF Blue.
CF 1.0 was intentionally overinclusive and optional.  At the time CF 1.0 was created, being overinclusive and optional was an effective means of obtaining consensus on the specification (a good thing).  The subsequent practical problem with overinclusive and optional is that it results in a bloated schema/DTD that is difficult and time consuming to write code around (a bad thing).  While this is not a huge issue when sending a filing out, it can be an issue when receiving an arbitrary filing because there is no way to know what elements the sender is going to send (without advanced communication).  This is at once an interoperability problem and also a resource issue because it takes time to write code for all logical possibilities. 
The issue is compounded when one considers that accomplishing a court filing is only one of thousands of court and integrated justice transactions that need to be automated.
CF 1.1, through the reconciliation process, added additional optional elements to CF 1.0, which made it more overinclusive and optional than it was previously.  Thus, CF 1.1 arguably has more problems than CF 1.0 in this regard.
Although I’m not sure what Dallas is lacking in CF 1.1, it has been my experience with CF 1.0 that it is lacking some requirements.  The 2GEFS CF 2.0 Schema include much, if not all, of what I (and other 2GEFS participants) feel is lacking in CF 1.0.  However, I suspect that what 2GEFS participants feel is lacking may be different than what Dallas or others feel is lacking.  Getting people to agree is difficult not because people can’t agree, but because reasonable people, in fact, disagree. This has been an issue since CF 1.0 creation and with gaining consensus in Legal XML generally.   I am partially to blame for the idea that there can be a one-size-fits-all standard, because I believed in and promoted the idea for some time.  While I continue to believe in the need for standards and the ability to create standards, the practical realities of implementation have taught me additional lessons regarding the type of standards we need and how they can and should be managed.
The <xmlLegal> Schema Framework, used in the California 2GEFS Project, addresses (and in my view solves) this problem.
The ECF 1.1 XML specification that we can base our current work on is the DTD that describes how to embed information into an XML envelope and carry data for the submission.  Through the discussion of layered interoperability we have learned that there are many other aspects of an electronic filing system, which are not defined, but are needed in order to have a complete solution.  For example:  

· Should the payment process methods be part of Blue?  Should it be part of the envelope or defined by something else?

· Should user authentication, electronic identification, or security be part of Blue?  Should it be part of the envelope or defined by something else?

· Should Blue be a two-way automation model or a one-way automation model?  What does that mean to the envelope?

All of these issues were raised and solved in the California 2GEFS Project, at least to the satisfaction of 2GEFS Participants.  This is not to say these issues have been solved the “right” way or even in a manner agreeable to most, it is simply to say that this work has been done and that it makes no sense for Legal XML to ignore the 2GEFS work.
Another item that continues to be exposed in RFPs we read is Notification. 

· Should the process of how Notification takes place be part of Blue?  Should it be a component of the envelope, or something else?

Assuming this is notification of an event related to the filing subsequent to the initial filing, same as above.

The requirements can go on and on, and unless we are more specific about the scope of what Blue is going to accomplish, and what interoperability we expect to achieve, Blue may be no better than ECF 1.1. 
The practical reality is not only that the requirements can and do go on and on, but they also change over time, change based on the community, and chasge based on individual clients.  Evolution is unstoppable.  This, therefore, is the problem that has to be addressed and solved.  The solution to the problem is not for SEARCH, NCSC, COSCA/NACAM, OJP, or anyone else to define one set of requirements that purport to fit all national situations (for this is not possible in my view – as much as you/we may want it to be).  Rather, the solution to the problem is creating a system or a framework that handles and facilitates interoperability based on many different, varying, and ever-changing sets of requirements – since this is the reality we live in and it is not going to change.  In my view, the <xmlLegal> Schema Framework provides a basis for doing this.
Some of the members have provided documentation on the ECF 1.1 DTD regarding the changes that they have made thus far.  Since I submitted documentation on our changes to the DTD, we have found an additional element or attribute that needs to be included.   However, the changes in the DTD only scratch the surface of the issues we need to address to achieve interoperability.  
This is a result of the limited experience that different implementations have achieved to date.
There are plenty of courts, companies, and people who have implementation experience.  Legal XML leadership over the past two and a half years has failed to hold these people together.  Dallas, I wish you had agreed to participate in 2GEFS, because I think you would be a lot less frustrated than you are now and your views would have been greatly appreciated.
Translating the ECF 1.1 DTD to conform to JXDD will not address the functional issues or help us gain knowledge of the problems we are experiencing with ECF 1.1.  Before we can define ECF Blue we must have more experience.  Before we can have more experience we need more courts willing to implement test systems. 
JXDD cannot be used as its authors intended it to be used for reasons that are beyond the scope of this document.   JXDD’s authors told me personally that the appropriate way to use JXDD was as a schema and that picking and choosing elements from it was inappropriate.  In practice, everyone with whom I have spoken picks and choose elements from the schema, because the schema is simply too large to use as a schema and because its content models are too flat, generic, and overinclusive to use as they are.
In a loose sense, I agree with Dallas that conforming CF 1.1 elements to JXDD elements (i.e, picking and choosing) does nothing to solve the problems with CF 1.x.  (In a strict sense, it is not possible to conform CF 1.1 to JXDD as JXDD is (strictly) intended to be used, so I cannot entirely agree with Dallas’s statement).  In sum, Dallas is correct.
The scope of an entire efiling system, as originally envisioned, may be too large for the committee to deal with in Blue. The more the committee deals with various aspects, the more strength the committee will capture.  The less the committee addresses the less valuable the standard is, and if we are not careful we could loose control and our value will disappear.

To further explain the issues that I am concerned about I will attempt to compare some aspects of two systems based on the information available.

There is currently a system (SystemX) that uses WDSL to add web services to deal with the limitations of the ECF 1.1 DTD.  In addition to the web services, SystemX developed additional schemas to provide some of the structured definitions for passing data.  Their web services include:

· An authorization service,

· A data service to communicate data to the EFM and to the EFSP,

· Information services for user names and profiles,

· Information services to synchronize filing information between the EFM and EFSP.

The authorization services are used for login and all web service, which includes authorization of the EFSP and the end user to the EFM.  The service for user names and profiles allows the EFSP to register the users to the EFM.  The filing information service exposes filing services for interoperability between the EFM and EFSP.

In addition to the ECF 1.1 DTD, which they translated to a schema, the following XML schemas were developed:

· Synchronize the inbox of the filers and clerks,

· Provide structures to give information to the EFSP about a jurisdiction,

· Provide structures for looking up data in the EFM,

· Provide structures for describing the payment and pricing for filings,

· Provide structures for sending user information during registration.

The Tybera eFlex system embeds the EFSP and end-user authentication into the envelope.  SystemX uses web services for the user to login to the EFSP and the EFM. SystemX used web services to handle the payment process, while the eFlex system uses methods of embedding the payment concepts into the ECF 1.1 envelope.  As I continued to review SystemX, I saw a pattern of defining web services and additional schemas to deal with limitations, while the eFlex system adjusts the envelope to deal with the limitations.

Tybera’s eFlex uses a Distributed Authentication system while SystemX seems to centralize their authorization information at the EFM.  That is, all usernames, user-profiles, and even passwords are known at the EFM.  Tybera’s eFlex does not need to know all users at the EFM in their security model, while SystemX does.

By utilizing the envelope we feel that it keeps the EFSP and the EFM loosely coupled. Using web services tightly binds the EFM and EFSP together.  The methods of handling the limitations of the ECF 1.1 standard between SystemX and Tybera eFlex are moving in opposite directions.  The interesting problem is that the process model did not expose these issues.

If Tybera wanted to participate as an EFSP in SystemX, or if an EFSP provider participating in SystemX wanted to connect to the Utah EFM, both systems would have to be completely redesigned.

Tybera’s goal is to figure out how to extend the envelope to make a system work, while SystemX appears to be going outside the envelope to complete their system.
Architectural issues matter.  One must assume that if the people building SystemX are competent enough to build the system, they are also competent enough to consider alternative architectures.  It is reasonable to assume that the people who have developed SystemX have business reasons for developing the system they have developed.  For them, their particular architecture and/or lack of interoperability is a good thing because they probably feel they can capture more market share.  Many governments tend to give large contracts to one vendor, rather than several small contracts to several vendors.  Interoperability is not necessary in the former case; it is essential in the latter case.  Although this is not and has never been my philosophy, one could argue that a rational business would opt not to be interoperable if it felt it could win one very large contract (market), rather than dividing the same funding (market) with multiple vendors (who are also real or potential competitors).  
The scope of what the LegalXML community wants to accomplish needs to be reviewed. The scope of Blue needs to be more clearly defined, with guidelines for controlling some of the layers of interoperability functions.
Some of these issues cannot be solved without agreement among vendors, interoperability testing, and certification of systems.  Dallas is correct that architectural issues impact interoperability as was noted in Georgia’s first interoperability lessons learned document (http://e-ct-file.gsu.edu/CourtFilings/Interoperability/).

Most vendors do not have an interest in becoming part of a solution because they can make more money keeping their solutions to themselves, doing custom integrations and/or they simply cannot afford to work within volunteer organizations.  National organizations, certain AOCs, and others that publish specifications and RFPs or that control funding or influence decision-makers do not, in my view, have a deep enough understanding of the issues (or won’t listen to solutions when presented to them because it is not what they want to hear or they fear they will loose control) and have failed, as a result, to create solutions or even create organizations or policies that facilitate the creation of solutions.  Indeed, there is a fundamental and severe disconnect between legal/technical exerts who do this work and managers/policy-makers/politicians/funders who want the work done.  (But this is another topic.)   What is very sad is that this problem has been and will probably continue to slow the automation of court and justice agencies, with lot of wasted time and taxpayer money – perhaps even the loss of life – in the meantime. 
One-way vs. Two-way Processing

The LegalXML ECF 1.1 concepts utilize a one-way process, that is an EFSP makes a query or submission to the EFM and the EFM returns a response.  This behavior is a client/server relationship where the client makes requests and the server responds.  In the mid-90s I was involved in a project where we were using CORBA technology.  CORBA stands for Common Object Request Broker Architecture.  (To learn more visit www.omg.org/gettingstarted/corbafaq.htm). As we extended the capabilities of our project we realized that CORBA had limitations that prevented us from completing our project.  We realized that the client and server relationship in CORBA never reversed.  That is, a client acted like a client and a server acted like a server and these roles never switched.  The standard behavior is that the client makes a request and the server responds to the request.  This works well for database applications where a client interface makes a request and the database server returns a response to the client.  The challenge we discovered is that there are times in certain applications when the server is processing a request and encounters a situation where additional information is needed from the client.  At this point, the server needs to initiate a request to the client and get a response.  Because the roles could not be switched we abandoned CORBA.

Reviewing the behavior of the EFSP and the EFM, the DTD was designed so that the EFSP creates a submission or query and receives a response back.  The ECF 1.1 concepts were not designed for an EFM to initiate a query or submission to the EFSP. 

The need for the EFM to make a query to the EFSP appears to exist in SystemX. The Tybera eFlex system is designed to allow any function to be initiated by either EFSP or EFM.  SystemX uses web services to overcome some of these problems.  Web services are not limited to one-way processing.  The Tybera eFlex system believes that all aspects of communication need to be reflective, that is, either side can initiate a request for any function that the other side supports.

An example of when an EFSP might want to receive information from the EFM is when a judgement is complete, even when the EFSP did not make a request.  The EFM may notify all participants through EFSPs that a judgement has been made and embed the judgement into the submission.
This was never the purpose of CF 1.0 or CF 1.1, which is why this will not work.
The challenge with implementing a two-way system is how it affects the security/authentication model.  This means that the authentication of an EFSP, EFM, or end-user must be controlled at each node and not centrally.  Here is a graphical representation of what this means:
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This system centralizes control of the EFSP and all end-users at the EFM.  The EFSP systems become reliant on the EFM.  The EFM knows all users and the users must be maintained at the EFM.  The EFSP vendors only know the end users of their respective systems. 

If a user of EFSP2 wanted to notify someone at EFSP4 of a proposed judgement and did not want to post the document to the courts, how would this take place?  EFSP2 would initiate a submission, but in a one-way system the submission would go to the EFM.  The EFM would then have to initiate a submission to EFSP4 and the one-way client-server behavior is broken.  In the one-way system EFSP4 is always a client and therefore cannot receive information without first initiating a request.
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In this diagram, no node in the network is reliant on any other node. Each node must establish authentication policies and behaviors for each node they want to communicate with.  This means the EFSP needs to have its own control and cannot be reliant on a given EFM.  The EFSP must instead be configured to understand that it can send and receive to the various EFM and EFSP systems.

To demonstrate this problem, suppose that two different district courts in a given state wanted to install EFMs from different vendors.  In a centralized authentication model all EFSP providers would become reliant on both EFM systems.  Assuming that by some miracle both EFM providers used the same centralized authentication process then both EFM systems would have to maintain all user accounts and profiles.  The chances of both EFM systems using the same centralized authentication could only happen if this feature were controlled by the ECF Blue standard.  But a centralized system of this nature would weaken the security of the system.  As the user information is distributed to each new EFM, the security of the system becomes more vulnerable.
Centralized systems are very bad.  Decentralized systems are good.  
 Now, taking the example from above where a user of EFSP2 wants to notify someone in EFSP4 of a proposed judgement, and did not want to post the document to the courts, how would this take place?  Who would EFSP2 initiate a submission to?  Which EFM is going to control the situation?  The chances of this situation occurring between two counties in a given state are extremely high from what we have seen.

The point I am trying to make is that security is a critical part of interoperability.  The security model adopted impacts the operation of both a one-way and two-way system.  The two models described above do not interoperate.  I have seen other systems that have utilized firewalls to deal with the security and this is an alternative to what Tybera has developed for two-way automation but the scalability of using firewalls is limited.  Even if a state were to develop a security/authentication model that all courts within the state had to conform to, and that model does not go across multiple states, the EFSP vendors may have to develop new code for each state depending on what model was utilized.  This does not seem to be a good business opportunity.
If Dallas’ point is that centralization is bad and decentralization is good, then I agree.

Security/signatures are and should be a separate issue from exchanging transactional information (whether it is one-way or two-way communication).   Both are separate interoperability issues.
It is my position that the more we can embed in the envelope to make a complete system function, the more influence and value the LegalXML community will have.  The sooner we can begin to expose and discuss more of these issues the faster ECF Blue will occur. The more we allow functionality to go around the envelope the less valuable ECF Blue becomes.

It is my hope that this discussion will help move ECF Blue forward faster.  I think that we can discuss the process models at CTC8 and then begin to accept proposals for Blue quickly.
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