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Remarks on IBM and Microsoft SPML Paper

In early July, at the Burton Group’s Catalyst North America 2003 conference, an unsigned paper was distributed at the Microsoft hospitality suite outlining reservations expressed allegedly by IBM and Microsoft with regard to the recently announced SPML specification. SPML, which stands for Service Provisioning markup language, is a proposed standard for expressing provisioning operations. It is the brainchild of a group representing provisioning vendors in the market, culminating an intensive effort to provide a framework for present and future provisioning interoperability needs.

Throughout the paper (referred herein as “IBM and Microsoft’s paper”) SPML is billed as an inappropriate solution for provisioning and unsuitable to serve the needs of customers. The paper, however, includes some erroneous statements and assumptions, and it overlooks critically important features documented in the SPML v1.0 specification and the equally important OASIS SPML roadmap document (referred herein as “roadmap”). These documents contain valuable information, which addresses many concerns outlined in IBM and Microsoft’s paper.

The Provisioning Services Technical Committee (PSTC) believes that SPML offers a powerful foundation for expressing provisioning requests. In that respect the PSTC found it crucial to illuminate the issues raised by IBM and Microsoft’s paper and provide the reader with all pertinent facts.

This document presents the PSTC’s remarks on those issues.

General

Excerpt from IBM and Microsoft’s paper:

“IBM and Microsoft have been involved in the efforts of the Provisioning Services Technical Committee (PSTC) at Oasis from an early stage, however the currently proposed version of the SPML does not meet our needs or the needs of our customers.  The proposed approach imposes restrictions that will hamper use of the SPML with emerging Web Services standards and introduce obstacles to interoperability.”

PSTC remarks:

SPML is all about interoperability and its design leverages Web Services technologies to great effect. SPML interoperability was publicly and successfully demonstrated in the Burton Group’s Catalyst 2003 Interoperability event, showing how the same provisioning request based on SPML and SOAP is propagated from a PeopleSoft HR system to the provisioning systems of eight vendors. The SPML specification was designed and approved by a group of leading provisioning vendors, who invested heavily in the specification to assure that it reflects their experience with provisioning implementations and answers customer requirements. Group members represented about every eminent vendor in the provisioning arena, a fact that guaranteed utmost attention to the specification’s details and ensured that SPML embeds the features required to effectively address the needs of customers. 

The PSTC decided to pursue a vision for interoperable provisioning in a phased approach, as detailed in the SPML roadmap document. SPML v1.0 offers a powerful core operations model in which provisioning operations are manifested by applying generic operations on a standard data schema. This is complemented by a useful array of features including support for schema reference and inheritance, extended requests, batching of requests, and more. SPML v1.0 can already be used to tackle a vast array of provisioning requirements, accommodating customers’ current needs.

SPML and Directories


Excerpt from IBM and Microsoft’s paper:

“The SPML as defined today relies heavily on the Directory Services Markup Language, version 2 (DSMLv2)…Directory-centric protocols such as DSMLv2 are not ideal for provisioning however, and because of this the SPML inherits some limitations…”
PSTC remarks:

SPML does not rely on DSML, but it does leverage a few features that are used in DSML, namely modifications, attributes and search filters. Importantly, neither of these elements is core to the SPML concepts, but their usage was considered by the PSTC to be advantageous to provisioning service providers and service consumers as well. 

This is reflected in two aspects of SPML that reminisce DSML’s approach – the core command and attribute/value model. This model has been leveraged to tackle many a provisioning requirement for years, and is consequently well understood, well documented and well supported in the industry. That said, SPML added considerably to these aspects – as reflected in features such as extended requests and more. These important facts notwithstanding, a primary argument in favor of the chosen model was the ability to build on it support for various requirements not necessarily evident at first glance. 

Those requirements and SPML supporting models are illustrated in the following sections.

Data Model

Excerpt from IBM and Microsoft’s paper:

“With the widespread increase in the use of XML, hierarchical data structures are now very common.  Because of this, modern provisioning systems and the SPML must work easily with complex data types.  Unfortunately, because of the SPML’s reliance on DSMLv2 and its simple attribute/value data model, it is cumbersome in supporting XML data or any form of complex data structures.”

PSTC remarks:

The PSTC is fully aware of the importance of hierarchical data structures in general and the importance and pervasiveness of XML in particular. This awareness is reflected both in the current SPML version and in the flexibility bestowed on the SPML v2.0 data model scheme, data field mapping and hierarchy definitions. While the current SPML v1.0 does leverage an apparently simple attribute/value model, this fact by itself does not imply the restrictions mentioned in IBM and Microsoft’s paper. There are various ways to represent, manage and publish complex data model using a simpler model. A simple model may in fact prove to be more flexible than an alternative complex data model with respect to accommodating other complex data representations. The PSTC has been examining for some time various ways to support complex data structures based on the attribute/value model. This support is slated to be included in an upcoming revision of the specification.

In addition, SPML v2.0 is planned to introduce new functionality that will allow service providers to implement proprietary data models without breaching the standard. Those concepts were described in the SPML roadmap, as follows:

“…The SPML version 2.0 specification will improve on its predecessor in two main areas – the data model and verb model. Focusing chiefly on interoperability, the version 2.0 specification will feature a broader core data model for enabling a higher degree of interoperability than possible before. To abet this, SPML 2.0 will specify two mapping protocols – one for data and one for verbs. The data mapping protocol will enable service providers to support standard SPML field arguments while implementing a different proprietary data model… “

Schema

Excerpt from IBM and Microsoft’s paper:
“The ability to manipulate complex XML data requires the ability to describe the types of data structures and relationships common in XML…Being based on DSMLv2 and LDAP schema notions of object classes and attribute types, the schema description language used by the SPML has limited ability to express many concepts such as enumerated values for an attribute, string formats, cardinality, value ranges and, most importantly, the structure of complex data.”

PSTC remark:

SPML can already accommodate hierarchical data structures. That said, a formal specification for complex structures support is slated for the next version, thereby current solutions attempting to accommodate complex data structures may differ, subject to the vendor’s implementation. The PSTC has been examining various approaches to support complex data management as a standard in the next version of SPML - including support for non-XML schema‑based structures.

The SPML roadmap includes a noteworthy remark on the future data model scheme:

 “The functional specification of SPML version 2.0 will address the following:

…SPML 2.0 will build on the framework presented in SPML 1.0 and 1.1 while adding new functionality to support creation, management, discovery and mapping of “field namespaces” – named definition sets of fields relating to a particular market segment. Such functionality could allow separate parties to agree on a standard ‘field set’ and refer to it in a standard manner, without necessitating the involvement of a standards body to incorporate the specific data into a common schema. The role of SPML is to specify a standard for the creation, format, publication, discovery and usage of such data.”

Operations

Excerpt from IBM and Microsoft’s paper:
“The SPML defines four major operations: add, modify, delete, ad search.  These are modeled after their familiar counterparts in the directory world…Based on the structure of the SPML schema language, common provisioning operations will be expressed as the modification or addition of an attribute or attribute value to an entry, or as Extended Operations.”

PSTC remarks:

SPML offers a flexible and powerful operational model, based on simple, core commands. This model enables to express complex commands by applying core commands on a comprehensive data model. Using SPML’s set of core commands, vendors and consumers are able to submit and process tremendously complex services given an appropriate data schema. In addition, by supporting extended requests, SPML enables vendors to express complex services not covered by the standard schema. 

SPML v2.0 is planned to go much further with support for creation and publishing of complex routines by combining mini-commands together according to flow logic. This powerful capability will enable vendors not only to expose complex ‘provisioning’ verbs, but also to expose their building block logic, providing consumers with potential ability to search for similar services based on service discovery and comparison mechanisms.  

The SPML roadmap states:

…From the data perspective, SPML 2.0 will specify a standard model for schema hierarchies and relations. From the operation side, SPML 2.0 will specify an extended set of standard verbs (in addition to the existing ‘core’ add, modify, search, delete), which will be in fact mapped sequences (see named command sets) of core verbs… This way, there will be a common understanding of what basically constitutes a command, while still enabling extensions by service providers.”

Additional Issues

Development and Tools

Excerpt from IBM and Microsoft’s paper:
“Web services using WSDL and XML Schema are served by a growing number of highly effective tools.  These tools are of limited use with an SPML-specific schema language.  It is also becoming common for clients to generate libraries from an interface description and data model defined using WSDL and XML Schema.  The tools that simplify the client programming task will not be seamlessly compatible with the SPML and so an additional level of integration difficulty is imposed on consumers of SPML-defined services.”

PSTC remarks:

The Burton Group’s Catalyst 2003 interoperability event demonstrated that SPML works very well, both for consumers and for vendors. In addition, it proved that development could be very quick. Many analysts and journalists were surprised to find out that it took but several days to complete the scenario design, coding and setup. This should have come to no surprise – SPML was designed to be simple and efficient. The SPML architecture lends itself very well to quick development and does so without necessarily constraining the developers to use a strict set of commands. 

Support for Large Searches

Excerpt from IBM and Microsoft’s paper:
“As of today, the SPML cannot support searches across extremely large data sets without imposing a significant burden on the client and server, since there is no ability to iterate through the result set.  Instead, all of the result data must be returned in a single message.  This is a critical limitation for provisioning systems...”

PSTC remarks:

While the paper raises an important point, it is arguable whether the asserted deficiency will become a critical limitation as noted. That said, support for large data sets is duly examined by the PSTC and will be addressed in the next specification version.

 Support for Asynchronous Operation

Excerpt from IBM and Microsoft’s paper (under ‘Lack of support for asynchronous operation’):
“By default, requests in the SPML are synchronous… There is a mechanism in the specification for a client to request asynchronous mode but this still requires that the server support the ability to execute a provisioning operation immediately upon receiving the request...”

PSTC remarks:

IBM and Microsoft’s paper incorrectly states that SPML lacks support for asynchronous operations. SPML v1.0 supports asynchronous operations and does not require to execute any special operation upon receiving the request.

Complexity from Batch Oriented Requests

Excerpt from IBM and Microsoft paper:
“The current proposal handles everything in batches and tracks requests based on batch numbers.”

PSTC remarks:

The statement in IBM and Microsoft’s paper is incorrect. SPML offers the freedom to choose either a batch request type or a singleton request type, permitting a much broader scope of flexibility then either approach allows alone.

Summary

SPML not only satisfies urging needs of the market today, but also has the breadth and vision to support it tomorrow. The roadmap for SPML lays out a flexible and powerful architecture that will allow customers to realize ideas that are simply not possible today. The PSTC encourages IBM and Microsoft to increase their participation in the committee’s efforts and present any reservations, so that all concerns could be addressed properly.

The SPML roadmap notwithstanding, SPML v1.0 is here, it is real and it works well. It offers customers and vendors with the capability to flexibly express a vast array of provisioning operations and support interoperability scenarios, which were challenging to tackle before SPML’s advent. The successful interoperability demonstration that took place during the Burton Group’s Catalyst 2003 event showcased SPML power. More importantly, it hammered home the fact that customers and vendors can exploit SPML today to express provisioning operations easily, quickly and effectively.

*  *  *

