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9:32 AM (note taker arrives late in the middle of the review of the draft-sstc-bindings-model-06.doc) Simon Godik leading the discussion. General discussion about how the SAML sender and SAML receiver agree upon what headers must be understood. Lines 244-253.

Agreed: Line 250 remains in the spec with some modifications.

Agreed: Change line 259 from “receiver” to “SAML receiver”. This change will be applied on a global basis where appropriate.

Agreed: Line 274, change “Fault codes” to “SOAP fault codes”.

PHB: Clarification of fault codes. “Access denied” should not generate a fault code. Fault codes should be reserved for things like malformed XML, messages with unknown namespaces, etc.

Bob B: The text needs some clarification; “process a SAML request” includes a lot of activities. There is a wording problem but I don’t have any suggestions to fix it.

Irving, Bob, & Phil: Where do you draw the line between SAML fault codes and SOAP fault codes? Different implementations might draw the line differently.

Prateek: The SOAP binding section should only address SOAP fault codes.

Bob B: Suggest enumerating all error conditions and calling out which fault codes will be returned.

Simon: We can’t enumerate all the possible errors.

Jeff: Does the SOAP spec say something about this?

All: Yes.

Open Issue: Line 273, depending upon how your SOAP processor is structured, it may recognize different situations as errors and return a SOAP fault, whereas a different implementation may not recognize the same situation as a SOAP error and catch it later in the SAML processing, thus resulting in a SAML error. Owner - Prateek
PHB: When we get around to defining the errors we should classify them as faults, errors, etc.

Tim Moses: (Seeks clarification on section 3.1.7.)

General discussion on the authentication issue.

Bob B: Sections 3.1.2 – 3.1.8 discuss issues relating to a family of different SOAP bindings. 3.1.9 discusses a specific instance of a SOAP binding.

Simon G: Disagrees.

Bob B: There is no text in 3.1.2 that states “SOAP is a meta-protocol that can flow over many underlying protocols. We will discuss general SOAP then specify details of SAML-SOAP-HTTP”

Agreed: Bob B to provide text that illustrates the above point. Owner – Bob B

Agreed: Add “The” to the sentence “Security layer in the . . “

Bob B: Remove “This will only be possible”. Add text indicating that “This specification depends on facilities provided by . . .”

Jeff: Clarification of 3.1.9. This refers specifically to “SAML over SOAP over HTTP”. Is it the case that there is enough wiggle room in “SOAP over HTTP” that specifications like ours have to specify how the “SOAP over HTTP” works in our case?

Prateek: Change title of 3.1.9 to “SAML use of SOAP bindings for HTTP” (or words to that effect).

Bob M: This is because SOAP didn’t do their job w/regards to HTTP?

Bob B & Jeff: This is because SOAP didn’t do their job w/regards to security.

Agreed: Renumber 3.1.9 to 3.2. Add wording to spec that clarifies why SAML has to say anything about SOAP over HTTP. Wording to be worked out later Owners – Prateek & Simon
Bob B: W/regards to 3.1.9 “SHOULD NOT” is a dangerous thing. “MUST NOT” is far preferable.

Chris: Should we provide a justification.

PHB: Not if you are going to use MUST NOT.

Agreed: Change SHOULD NOT to MUST NOT in 3.1.9 and 3.1.9.1

Prateek: Wording suggestions for line 308.

Jeff: (formatting) Don’t use all caps for anything but 2119-defined phrases. The “unless” in 309 and 310 should be italicized.

(Long discussion on caching headers, the details of which I missed)

Jeff: Lines 319-320, don’t specify “HTTPS”, specify “HTTP over SSL”.

General discussion of lines 315 – 321.

Agreed: This section (315-321) needs clarification.

Irving: Perhaps we should put a note at the front of the document that says “By ‘HTTPS’ we mean ‘HTTP over SSLv3 with server-side certificates’”.

Bob B: We have the same problem in line 299. “SAML senders and SAML receivers MUST implement the SAML SOAP binding”. In general we should be careful to specify if it is the sender or the receiver that must do something (or both).

Jeff: line 323; what does “client authentication based on digital signature” mean?

General discussion of this issue. The intent is that your signature over the payload would serve to authenticate you.

Jeff: We should add text to differentiate this from the authentication called out in line 320.

Bob B: Remove lines 323-324. They apply to profile.

Prateek: (disagreeing) This document is specifying what a SAML implementation MUST implement.

Bob B: (agrees)

More general discussion.

Bob B: The resolution of this issue revolves around whether we are going to support a DSIG profile.

Prateek: (disagrees)

Jeff: Does option (a) of line 323 explicitly mean “Message Digest Authentication”.

Simon: Yes.

Bob B: Does anybody think we should make “Message Digest Authentication” mandatory?

Agreed by straw poll: Do not make “Message Digest Authentication” mandatory.

Jeff: There is no specification for part (b) of line 323 so the point is moot.

Agreed by straw poll: Do not make “client authentication based on digital signature” mandatory.

Bob M: With regards to 3.1.9.2 what about issuer?

Jeff: Clarifies Bob’s point

General discussion of the relationship between “issuer”, “requester”, etc.

Bob M: We say that “the security properties of the underlying infrastructure can be used to . . . .” but we never state what these security properties are.

Jeff: There is a general action item to clarify the trust model.

#7: (missed the point)

(General call for a break)

Simon G: Authentication within the binding context refers to authentication between sender and receiver. What parts these parties play in the overall SAML trust-model is out of scope for this document.

Bob B: Keep it simple. The SAML sender and the SAML receiver are authenticated using these methods . . . . . Specify what methods each party needs to support.

#16: Line 618 is an example of what Bob M was talking about. How do we implement what this line says?

(break)

10:59 AM

Simon & Prateek continue:

Bob B: Line 328; Does this mean that the receiver . . .?

Jeff: It’s misleading to say “message”. Do we mean request message, response message, or what? “Message integrity” is misleading since, once you unpack the message from the HTTP frame, all notions of integrity are gone. We should clarify to indicate that this is transport security only.

Prateek: This is a general issue. We need a separate section to call out the supported cipher suites.

Bob B: This is the place for us to clarify supported cipher suites.

General discussion.

Jeff: We can leverage off other specifications that specify supported cipher suites.

Action Item: Research specifications that call out cipher suites. Owner – Jeff Hodges.

Bob B: Why is section 3.1.9.5 here?

Simon: This is a reference to another section.

Bob B: But this reference appears in a highly contained section of specification. I would put it in 2.5.

Simon: (provides rationale that Bob seems happy with)

General discussion of lines 336-337.

Bob B: (objects less to using SHOULD for error reporting). There are cases where implementations do not have enough information to know exactly what went wrong.

Irving: Do we mean the 403 to specifically address authentication issues or more general issues?

Simon: Yes. Different members of the “400 class” should be used to report different kinds of errors.

Bob B: Weighs in with request for clear relationship between error conditions and error codes.

Prateek: We could just say “do whatever a compliant HTTP server would do”?

Bob B: That is better than the current text. We need to clarify which layers return which errors.

Bob B: Line 339; change MUST to SHOULD

Simon: This follows the SOAP 1.1 spec.

Bob B: If we are going to refer to the SOAP spec we should just do so and not paraphrase the spec.

Simon: This makes the spec very hard to read.

Tim: The text should be changed to read “SOAP 1.1 specifies the following behavior . . .”

Bob M: You could also call out the chapter and section that specifies this.

Bob B: You could even hyper-link this.

General discussion of how to reference specific portions of SOAP (or any other) specification while keeping our specification readable.

Bob B: line 343-344; This is the clause that makes me nervous. Generally when a processor runs out of memory it does not have the wherewithal to return a rational error.

Agreed: Remove this clause.

Simon: Intent is to define SAML errors in the core. Bindings and profiles should depend upon the error reporting of the layer that they are bound to or profiling.

Darren: (some question that I missed)

Prateek: Intent is to change lines 336-337 to indicate that the receiver should do whatever a conformant HTTP server would do.

#7: line 357; “SAML-URI” needs to be expanded

11:24 AM

Irving presents the WSDL for SAML protocol.

Issues: This WSDL uses the “document-literal” style. This style is not supported by IBM’s WSTK although it is supported by .NET tools.

11:36 AM

11:41 AM

Prateek starts on Profiles

Larry: I was looking at the use case document. The tie-in is very nice and they play off each other but, in the SOAP profile section, there is no mention of any use case. Some use cases seem to have been dropped. Are there use cases that we agreed to do that aren’t covered by the profiles.

Prateek: Everything we talk about in the profiles section should refer back to the use cases. There are places where this doesn’t happen and they need to be fixed.

Irving: There are use cases which have no profiles to support them. The use cases are still informative so that we don’t make it more difficult to eventually support these use cases.

Bob M: If there is a use case that your application needs to see supported, but is not, we need to spell out what these use cases are (spec usability note).

(Larry & Prateek dive down into specific line numbers that need fixing)

(Prateek overviews lines 400-419)

Bob B: There are enough entities in this section that I wish there was an interaction diagram the illustrated all these entities and their interactions.

Preateek: There is a complete interaction diagram in Figure 1 that follows shortly after these parapgraphs.

Bob B: Would like to see some more detail.

Prateek: I have an action item from Hal to add a line between the browser and (????)

Bob B: Would like to see the figure promoted to be closer to this section and be abstracted to show all the players.

Agreed: (above) Owner – Prateek
11:50 AM – break for lunch

12:56 PM – return from lunch

Prateek continues

Jeff: line 411-413; (objections)

Prateek; (agrees to amend after a dialog with Jeff)

Bob B: line 429-432; There is no language in the current spec that constrains to “one artifact – one assertion”.

Larry: There is in the descriptive.

Bob B: But not the normative.

Simon G: How would one do this in any case?

Irving: Via the XML schema.

General discussion about this issue and the “relying party tailors request” proposal.

Bob B; (reading from pre-written questions) Is the SourceID required to be defined with some pre-specified scope?

Prateek; Generally no, but starting at line 469 there are some general recommendations.

Bob B; Does this refer to sub-ordination under owned namespaces.

Action: Suggest wording to explicitly define this. Owner – Bob B
Bob B: Three questions about SHA-1 hash, encoding, padding, and (???)

General discussion about SourceID, SHA-1, etc.

Prateek: The concern is that there may be some pre-processing of the SourceID before it is hashed.

Bob B: I am always uncomfortable telling people to hash something unless I can specify exactly what it is that I am asking them to hash.

Jeff: We only need to worry about this if we need to independent entities to hash the same SourceID and come up with identical hashes.

Bob B: (some example that I missed about having to rebuild a web site)

Bob M: This isn’t a crypto-thing, it’s just a way of generating a somewhat random value.

Prateek: The only issue here is that, if we under-specify the problem, do we end up with two different values for the same hash.

Jeff: (perhaps this should be guidance) The important thing for implementers is to preserve the SourceID.

Chris: “We recommend you do it this way (give example). The important thing is that you don’t have collisions with other organizations. For example, you don’t need to change your SourceID just because you’ve changed URLs.

Prateek: What, “Choose a 20 byte SourceID, but try not to collide with other SAML users?”

Chris: We don’t tell them that non-collision is important.

Jeff: We need to provide some form of rationale that informs users about the important facets of this problem. For instance, we don’t want them to re-generate their SourceID just because they’ve changed their identification URL.

Bob: “The source site chooses an identification URL . . .”

Action: Provide the above text. Owner – Bob B
General discussion about the requester providing the SourceID to the responder (missed most of it).

Bob B: 481-482; should be “pseudo-random” and not “random”

Bob B: 484-485; a sequence is “1 2 3 4 . . “ but a hash of this sequence is fairly easy to guess. We need a sequence of random, distinct values . . .

Prateek; happy to take (b) out.

Irving: The reason that we’re doing this is that we want to make sure that there is no direct connection between an assertion and a handle. The implied attack is that, if I have a copy of the assertion, I can forge a handle.

Agreed by Straw Poll: Drop 484-485

Bob B: Discrepancy between 20 bytes and 8 bytes.

General discussion about difference between 20 bytes of low-entropy information and 8 bytes of high-entropy information, etc.

Bob B: What we’re trying to do is generate a new 20 byte string for every new assertion and that these 20 bytes contain somewhere between 20 bytes and 8 bytes of entropy.

Action: Provide text to describe above. Owner – Bob B
Bob B: The real issue is the periodicity of the 8 bytes of info.

Jeff: We reference RFC1750. Do we want to say something like “Follow the guidelines in . . .”

Prateek: Remove text from 494-502. This is redundant.

Prateek: Figure 1; I have accepted the suggestion that this figure is missing a line to describe the initial action by the user (step 1).

Jeff: If we are going to talk about “pieces of URL” we should leverage RFC2396 and the language therein.

General discussion about Figure 1.

Bob B: We are essentially providing HTML coding guidelines on how to implement SSO.

Jeff: The problem with Figure 1 is that we are mixing the users mental model of what is happening and what is going on at the protocol level.

Prateek: At some level we don’t care what the user sees. This spec is targeted at developers.

Bob M: This is the interface between the source site authn and the destination site authn systems.

General discussion about how the user’s browser gets directed to the inter-site transfer URL.

Prateek: Undo suggestion to add “missing” line. Instead add text that describes what precedes Step 1. Move all text from the Figure and insert it in the table (is this correct?)

General discussion.

Jeff: table on page 547; doesn’t like <inter-site-transfer URL>. Reference RFC2396 again.

Bob M: Notes that Shib discusses the semantics of the target URL.

Irving: (clarifies the required parts of the target URL and the optional parts of the target URL)

#10: W/regards to RFC2396. Is it possible to encode an entire URL (with possible query components) as a component of another URL?

Jeff: Yes.

Step 2 – the Redirect

Bob B: Why does it specify HTTP 1.1

Chris: Are we requiring the use of 302, or is this just an example. There are a number of ways of doing it?

Prateek: 302 is the recommended way.

General discussion about this issue.

Bob B: If there is a defined way of doing this (meaning re-direction) and it must be supported across all browsers, why not specify this as the required way of doing this?

More general discussion on the issue.

Agreed: Make 302 a MUST.

Prateek: (same fixes to Step 2)

Step 3 – the Access

Step 4 – Request Message

Step 5 – Response Message

Bob: Is the destination URL discussed in steps 2&3 the same as the “Assertion Consumer Service” discussed elsewhere?

Prateek: Yes. Will make the appropriate fixes to use “Assertion Consumer Service” everywhere.

Chris: (general question that I missed)

Bob B: We’ve already gone to all the problem of defining a request/response protocol. Why should we invent something new for this one case?

Chris: (more stuff that I missed). For each source site, we have to know some source URL that we have to access to get the assertion.

Bob B: This is along the lines of defining an HTTP-only profile. We decided that we weren’t going to do this.

Prateek: There are people who are working on “enriching” steps 4 & 5.

Bob B: Steps 4&5 say “use any supported SAML binding to retrieve the assertion”. If someone expands the SAML bindings to include HTTP-only, then you could use that.

Step 6 – Access

(general discussion)

Prateek: Strike Step 6. The destination site does what it wants, how it wants.

Prateek: Some mumbling about confidentiality has to be inserted into the discussion of the artifact.

General: 531-533; No Step 6. Or a Step 6 who’s text is “something occurs” here. Nit picky details on precise wording on line 533.

Bob B: Artifact re-use detection and rejection should really be in Step 4.

General: Agreed.

Irving: What should be returned in this case is exactly the same as if an attacker made up a random artifact and submitted that.

Bob B: The way I would implement this would be to keep a table of artifacts and their corresponding assertions. Once someone requested the assertion I would remove the artifact from the table so the same code branch that processes requests for artifacts that don’t exist would logically process an additional request with the same artifact.

(general discussion)

Bob B: Doesn’t think we should over-constrain SAML so that it always has to return unhelpful responses. Implementers should be free to implement the helpful version of SAML that returns informative error messages even though such messages may give away valuable information to attackers.

Simon G: We should still point out the threats that apply to various situations.

Bob B: There are valid engineering reasons to want to see informative error messages (debugging a deployment for instance).

Chris: So we should ignore these threats?

Bob B: No. We should address them in “Security Considerations”.

Prateek: 552-554; Strike.

Larry: 560-563; How do you enforce this?

Prateek: Via bi-lateral authentication.

(general discussion)

Bob B: A way to implement this would be if the source site maintained a table about who it issued artifacts to and checking this when the assertion is requested.

Bob M: Or we could solve this the same way “the other” profile does, by providing the intended target URL with the assertion request.

Bob B: Same intent but different mechanism.

Irving: We are trying to protect the source site from a hostile destination (or pseudo-destination site).

Bob B: The source site must not return a successful SAML response message if the SAML request message did not originate from the same site that the artifact was issued to.

Jeff: Now we need to define what a “successful SAML response” is?

Irving: Do we return a SAML error or SAML assertion with zero information?

Gil: This requirement to authenticate the client constrains the choice of SAML-SOAP bindings to those that identify the client.

Chris: It is the intention that this will require the source site to identify the client at a level lower than this profile.

Bob B: Agrees with above except the “below” part.

(general discussion)

Chris: This profile does not tell you how you have to be able to figure out who the requester is, only that you must be able to do so.

Larry: (general comments on this whole “two levels” thing). How do you relate “I created an assertion for http://www.bankofamerica.com” to “I received a request from cn=samlprocessor, ou=consumer it, o=bankofameric, c=us”.

(general discussion)

Bob B: This is easy enough to implement in a reasonable closed community. If I knew all the certificates of everybody I ever talked to, it is easy to relate URLs against X.509 certs.

Bob M: Shib has run across this and resolved that every destination site must have a corresponding authenticated identity.

(More general discussion tending towards agreement that, although this problem is sticky and non-fun, it is solveable without too much effort).

General: 543-545; (discussion).

Bob B: Do we really need confidentiality for the pull?

Bob B: Why does the destination have to authenticate the source in step 5?

Prateek: It doesn’t really.

Tim M: (missed statement)

Bob B: The source isn’t the issue. It’s who created the assertion.

Bob M: But you need to protect against a man-in-the middle who is capturing valid, unused artifacts.

Chris: But a man-in-the-middle can’t use it because he isn’t the valid target.

Tim M: Belts and bracers.

General: lines 543-545 are left standing.

General: 565-567

(general discussion that leads to question of multiple assertions)

Prateek: As long as the destination site is willing to accept at least one of the conjointly asserted assertions, then we are done.

Larry: Why would you ever have more than one Authn assertion?

Irving: (Presents God-awful example of how this would happen (Ed. Anyone who configured their system like this should be shot)).

(general discussion tended towards agreement of Prateek’s wording)

Irving: 518-519; (I missed the point here – it seems to be related to multiple artifacts)

(general discussion)

Simon: If during the processing of a list of artifacts one of the retrieval operations fails, then fail the whole thing.

General: (disagrees) Process all you can, collect all the good ones, if there are no Authn assertions then fail.

Irving: You don’t necessarily need an Authn assertion.

Bob B: Step 4 is wrong to specify that the source must return a Authn assertion. Step 5 should specify that an Authn assertion is required, but each and every source site may not have an Authn assertion related to the artifact (the artifact may refer to a different kind of assertion).

(more general discussion disagreeing with Bob)

Prateek: Need additional constraint that the source site MUST issue an artifact that corresponds to an Authn assertion.

Restriction 5 - Lines 569-570

Larry: How does the source site know that this is a request corresponding to the web-browser pull profile rather than some other profile.

Chris: It is implied by the fact that the requestor provided an artifact as a handle.

Bob B: Either the source site only supports this profile, or it figures it out based on the context of the request.

Bob B: 566-567; Why?

Prateek: History. In the Form POST profile, the Audience restriction is required to prevent against a specific attack. This is a vestige of that profile.

(general discussion)

Issue: 566-567; What is the threat that this is protecting against? Owner - Prateek
Bob B: If we say that you MUST use an Audience then we should specify who should be in the Audience.

Joe Pato: How can we be taking on issues if this is the final draft?

Prateek: This is an issue to be resolved in this face-to-face.

Bob M: (point that I missed)

Irving: 569-570; We are throwing in additional elements to provide counter-measures to unspecified threats. I don’t know what these threats are and I don’t know how the counter-measures guard against them, but I do know that they make these Assertions much less useful.

Bob B: (point that I missed)

Irving: (seems to agree)

Jeff: meta point; We have Steps and Restrictions. We need to make sure that we are clear about each.

3:00 PM - break

3:17 PM- return from break

(agenda bashing)

Tim Moses – Descriptive text seems to suggest that the Assertion and the Artifact have to be created at the same time. There are other models such as one in which the Artifact describes an event and the source tailors a unique Assertion that meets the needs of the relying party.

Bob B: Which text is this?

Tim: All the text that we have discussed so far.

Bob B: Doesn’t think that the current text implies that the Assertion and Artifact are created at the same time.

(general discussion: the order of the Assertion and Artifact creation doesn’t matter, only the fact that they are tightly bound, one-for-one)

Prateek: So far we have been talking about a push model. “Relying party tailors” is more of a pull model. If we move to this richer, pull model what are the failure conditions. Therefore there is a clash between the push model and the pull model.

Tim: We can work this out.

Prateek: (citing deadline concerns).

Bob M: Still doesn’t understand this area.

Irving: If you have a relying party that doesn’t really care about Authn assertions, etc. but only cares about “eye color”, wouldn’t it be more efficient to allow the relying party to tell the source “Do whatever you need to do to get me the eye color of the party corresponding to this artifact”. The artifact becomes a handle to a generalized notion of the originating principal that can be used to collect a variety of different assertions about this principal.

(general discussion)

Prateek: What about failure states? The relying party says “Give me the eye color of the principal corresponding to this Artifact” but the source doesn’t know about eye color.

Irving: This is no different from the relying party retrieving an Authn Assertion and using that Authn Assertion to do an Attribute query against an Attribute Authority that doesn’t know about eye color.

Bob M: This isn’t a subtle thing. We’re simply saving a round trip in the Attribute gathering process.

(general silence)

Bob M: So what do we need to do?

Irving: Right now the Artifact has its own query type. We need to generalize the query to allow Artifacts in a general way.

Jeff: Is the proposal we are talking about called “Relying Party Tailors Requested . . .”

(general discussion of how this topic maps to various email threads)

(Prateek takes the notepad) Extension is to allow general queries by Artifact. The question is “What does the Artifact mean?”

Simon: The meaning doesn’t change. If anything it becomes more clear.

Prateek: But what does it mean to have an Artifact?

Simon: This is the same:

Everyone: No it isn’t.

Bob B: Right now an Artifact is a handle against a specific Assertion. This change would mean that the Artifact is a handle against a principal.

Simon: But Artifacts refer to principals.

Bob B: My initial conception was very simple. An Artifact is a key by which one can look up an Authentication Assertion.

Steve: This sounds like it is an optimization step to have to avoid using the Authn Assertion to look up further attributes.

Simon: But there is an asymmetry in the ways in which we acquire Authn Assertions.

Bob B: This asymmetry is essential.

(more general discussion)

Irving: Proposes that we drop “Relying Party Tailors” for SAML 1.0

Bob B: Does this mean it remains on the issue list?

Irving: Yes.

Agreed by Straw Poll: Defer “Relying Party Tailors” until after SAML 1.0.

(more general discussion including comparisons with Passport)

Larry: An Artifact corresponds to exactly one SAML Assertion. True or false?

Prateek: True.

Larry: This Assertion must contain at least one Authentication statement. True or false?

All: False. The source may provide the relying party with a list of Artifact.

Simon: Can we explicitly state that additional queries are permitted in Step 6 and the implementation will still be compliant?

Prateek: Yes.

Action: Provide language that encapsulates the above (an additional Artifact architecture). Owner – Simon
Jeff: This relates to the “Proposed alternative Artifact Architecture” thread on the Bindings List.

#5: So Artifacts can refer to Attribute Assertions?

All: Yes.

#5: So how do I know what kind of Assertion I’m going to get?

All: You don’t.

3:55 PM

4.1.5.1 Threat Model and Counter-Measures

(General discussion about the names to be assigned to various parties. Phil suggests that there be an RFC which standardizes the names used for various parties (Eve for eavesdropper, etc))

Bob B: 576-578; (confused about scenario)

Bob & Prateek: (dialog on 4.1.5.1.1)

Bob B: Doesn’t understand how the counter-measure works.

Prateek: We don’t have a counter-measure except for time.

Bob B: And possible the IP address, although this is problematic.

All: Should mention in the counter measure that the communications between the source and the browser are confidential.

(general discussion of what threats we should even talk about)

Bob B: 587-589; Phrases like “make some reasonable effort” and “a few minutes” make me want to be more explicit.

Prateek: What else can we do?

Bob B: 588; Should refer to a “time synchronization service” not a “time service”.

Irving: We can’t tell users how to run their systems. We can advise them on possible threats, but we can’t mandate certain behavior.

Bob B: Then the “MUST”s should be turned to “SHOULD”s.

#18: (some comment that I missed).

Bob B: (reply that I missed)

Prateek: We have both confidentiality of the Artifact pushed to the browser and the Assertion pulled from the source. Text describing this needs to be added.

Bob B: When we were discussing sessions there was a discussion as to whether sessions should be allowed a lifetime longer than the Authentication Assertion that created them. I said “of course” and this (lines 603-605) proves why. We should record this so that, when we do get around to tackling sessions, we don’t forget that Authn Assertions might have a lifetime on the order of minutes.

Bob M: 603-605; What does “checking the issue instant” means?

Irving: The asserting party puts in a “not good before” clause but the relying party does not believe them than they can use the issue instant.

(general discussion – Bob B suggests something that people seem to agree upon)

Bob B: Clock skew and “a few minutes” are going to be hell.

Bob M: We just deployed a system where someone turned off the time checking code because they couldn’t get their clock synch stuff to work. We found that someone was replaying assertions from 3 weeks ago.

Chris: We had a situation where a Sun machine was issuing Assertions that everyone else thought were created in the future.

(general discussion about why this can’t be solved in a general sense)

#18: So this means that our sole counter-measure isn’t very good.

Prateek: But there is the confidentiality requirement.

(general discussion – is confidentiality required?)

Prateek: Confidentiality between the source (redirector) and the users web browser is required, although the means of providing confidentiality is not specified (though HTTP over SSLv3 is recommended).

Bob B: 615; Would like to change MUST to SHOULD NOT.

Bob M: How about MAY?

Bob B: MAY is good.

Joe Pato: I have problems with countermeasures that say “MAY”.

Prateek: 618-620; This is a different thread and may need to be removed.

Bob B: This should be removed.

Prateek: Remove. Proposed text: “The destination site must correlate the SourceID of the assertion against the credentials of the issuer”.

Irving: Somewhere in our text it says that you should either obtain the Assertion directly from the issuer or the request should be signed by the issuer.

Prateek: I think we wanted to back off from this position.

Irving: Danger is that developers will view this list as an exhaustive enumeration of all the things a relying party should do when in fact there are additional threats we don’t discuss.

(general discussion of this issue)

Irving: There is another thread that isn’t listed here: “Forged SAML Assertion”.

Prateek: Delete 618-620?

Bob B: Add (something that I missed)

Bob B: Bi-lateral authentication needs to be referenced in two places. In the discussion of the source site and in the discussion of the destination site (which is already there).

(more general discussion)

(4:20 PM - Scribe takes a break)

(4:24 PM – Scribe returns)

4.1.5.1.2 Forged SAML artifact

Bob B: Its interesting that we don’t track bad artifacts. That way if you got too many of them from one site you could ask them “What’s up with this?”

Bob M: Sounds like deployment advice.

4.1.5.1.3 Browser State Exposure

Bob B: This is a specific example of a whole class of security threats that deal with client vulnerabilities.

Jeff: There should be a “risk management” knob on the side of these systems.

Form POST Profile

Prateek: Overview. All comments on the preceding Figure apply to this Figure (add line, remove descriptive text, etc.)

Bob B: Why the mention of Javascript?

Prateek: Will remove mentions of Javascript.

(other discussion that I missed)

Bob B: Did we eliminate Step 5 here like we eliminated Step 6 before?

Prateek: Yes.

Prateek: Should we eliminate Appendix B which is a hack to eliminate the “Submit” step?

Irving: It works on “most” browsers.

All: Leave it in as an appendix.

Jeff: This falls under the heading of “life after SAML 1.0”

Bob B: You can do Step 3 without mentioning Javascript. Just say “Broswer submits . . . . .”

PHB: You could use an ActiveX control.

Jeff: Various methods.

Prateek: “Browser submits” and Appendix B discusses Javascript.

Prateek: So all the Assertions are signed because they pass through the browser.

Bob B: Do we have to use XML Sig?

(general discussion on this issue – it seems to be resolved)

Prateek: 672-680; Does the destination site need to be able to track the delivery of the Assertions.

Irving: The source site needs to generate an unique Assertion for every inter-site transfer.

Bob B: This is a bad one. The user tries to SSO. The browser dies. They restart the browser and try to re-submit. The Assertion is too old. The Authn Authority needs to create a new Assertion for the user. This is going to be a performance problem.

Bob M: This is a trade-off between the complexities of Artifacts and the complexities of digitally signing.

Prateek: The combination of short-lived, signed assertions is a fairly nasty one.

Bob B: (stuff that I missed)

(General discussion – tending into a discussion of Audience restrictions)

Bob M: “Spyware” case in which the users machine has been completely taken over is not interesting because there is nothing we can go about it.

Bob B: Correct, but the “stupid user POSTs his Authn Assertion to a bad site” is.

4.1.6.1 Threat Model and Counter-Measures

Bob B: 692-717; Add confidentiality as a counter-measure.

Chris: 719-710; This is weird.

Everyone: Yes, we agreed to change these to MAY.

Prateek: 726-737; This should be in its own sub-section.

Bob B: This is really a man-in-the-middle attack.

(General discussion about whether this use of Audience is perverting the original intent of Audience).

Bob M: Suggests that we add a new condition to handle this case and use Audience in its original sense (this assertion is intended for consumption by parties that subscribe to a particular policy, etc.)

Irving: This is consistent with how we are using it.

PHB: You can have multiple Audience conditions (AND), each Audience condition may specify multiple parties within the Audience.

Bob B: There is a way to do this without using any of these restrictions. The destination site has a cert. The issuer has a cert. Encrypt the Assertion under the public key of the destination . . . . 

Bob M: The destination sites cert may not be suitable for encryption.

PHB: This ties this profile too closely with SSL (????)

Irving: This is the way, generally, that one protects data that is intended for consumption by a particular entity.

(General discussion. This does not protect against rogue sites)

Bob M: And all this is preferable to adding a new Condition?

Irving: The new Condition would be only a smidgen different than “Audience”.

Bob B: Any semantic difference warrants a new element.

Action: Text to be crafted that describes new Condition (FYEO – “For Your Eyes Only”), its syntax, semantics, etc. Owner – Bob Morgan.

4.1.6.1.2 Forged Assertions

5:05 PM (steam is lost)

(Agenda bashing)

