Agenda - OASIS SSTC F2F#5 - Tuesday Nov 13

Bank of America facilities, San Francisco, CA

1 – Roll Call

Quorum not yet reached.  Proceeding as Focus Group.  If late arrivers achieve quorum, will switch to official meeting.

Quorum reached, 9:25am.  Call to order.

2 – Review of agenda

No changes for today.

For tomorrow, Bob Griffin requests delaying Conformance discussion, so an hour has freed up.

3 – Binding Doc Review, Prateek

· Proposes that doc is basically done

· Intends to work through the doc with the whole group

· Wants confirmation that, technically, work is complete

· Reviewing PDF version of Bindings-06

· First open issue (section 2.4): Bindings/Profiles registry

· Looking for assistance

· RLBob volunteers

· OPEN ACTION ITEM

· Prateek will also get with Eve re: possibility of OASIS serving as registry

· BobB: (line 232) statement of SAML messages being enclosed in SOAP message body is normative, so the wording should use “MUST” or “SHALL”

· Irving – is done in 3.1.2 and 3.1.3

· Irving: (line 235) in WSDL, this translates to “Document Literal”, which not all SOAP toolkits handle well, but that .Net uses exclusively

· Has WSDL sample to show later

· BobB: (line 250) need to state that sender must not require receiver to understand any new header

· Prateek: intent is to say that SAML 1.0 does not introduce any new “must understand” SOAP headers

· Irving: if SOAP Dsig is used, does this language make that non-conformant?

· BobB: if we change language to “SAML receiver” rather than “receiver” generically, that may preserve the proper layering

· Simon: will change doc.  Consensus almost reached.

· Irving: interprets line to say that receiver cannot throw away conversation based on “must understand” headers.  Not comfortable.

· Prateek: remove line 250?

· Generally not in favor of removing it

· Table until rest of section is reviewed

· BobB: (line 258) change “the receiver” to “the SAML receiver”

· Simon will add BobB’s “SAML receiver” change throughout

· BobB: (line 274) clarify “SOAP fault codes”

· Phill/BobB: (section 3.1.5) need clarification on other error cases along the SOAP/SAML boundary

· BobB: some SOAP processors will return fault codes where other SOAP processors will not and will leave it to the SAML processor to generate an error.  Need to define consistent, predictable approach to this.

· NEW ISSUE: need to further define error cases

· BobB:  doc structuring issue: sections 3.1.2 thru 3.1.8 refer to a family of bindings, where 3.1.9 refers to a specific binding

· WORK ITEM (BobB): provide text

· Chris: 3.1.9 may need to be elevated to 3.2

· BobB: (section 3.1.8) Doesn’t like wording.  Suggests striking second sentence, replacing with statement of what we depend on until XML Encryption is completed

· Joe: doesn’t like “until”, since this is a static spec, so wording should say “we depend on …”

· (line 299) clearly in wrong section

· Jeff: (section 3.1.9) Is there enough wiggle room in SOAP that we need to specify use of SOAP over HTTP?

· Consensus yes

· Prateek: the SOAP binding to HTTP is what SAML intends to bind to

· Jeff: agrees with earlier suggestion to elevate this section to 3.2, and suggests introduction to this section

· Simon: (section 3.1.9, paragraph 2) SOAP Action header language is controversial

· BobB: spec writing experience suggests not using language “SHOULD NOT”, but rather “MUST NOT”

· Chris: why are we forbidding this?

· Irving: SOAP 1.2 is deprecating its use

· Simon: (section 3.1.9.1) instances of “should not” will be changed to “must not”

· BobB: (nit) suggests putting “unless” in all caps for emphasis

· Jeff: (nit on nit) If it’s a word that is not in RFC2119, use another form of emphasis

· Simon: (section 3.1.9.2) points out that Digest AuthN has been left out

· Jeff: (nit) “authN protocol” should be changed to “authN methods” (or whatever we’ve chosen elsewhere

· Jeff: (nit) HTTPS isn’t actually a protocol

· BobB: wording is not RFC2119-ish.  Does this convey “mandatory to implement” or “mandatory to deploy”

· Simon: Mandatory to implement

· Chris: Implement vs. Deploy question above will impact his security considerations doc.  Assumed it was ‘deploy’.

· ACTION ITEM: (Prateek) needs to capture SSL version, cipher suites, etc

· BobB: (line 299) same problem: should say “SAML senders and SAML receivers must implement …” to begin habit of clearly stating requirements of senders vs. receivers throughout

· Jeff: (line 323) what does b) that mean?

· Prateek: signature on payload, rather than in transport

· Jeff suggests some additional description in the issue text

· BobB: doesn’t think this is a bindings issue

· Prateek: it is an issue of what the SAML receiver must implement

· BobB: votes against this

· BobB suggests vote on both a) and b)

· [VOTE] no support for a)

· [VOTE] no support for b)

· ISSUE CLOSED

· Phill notes that HTTP 1.0 requires implementation of HTTP Digest AuthN

· RLBob: If there is no relationship between authenticated entities at lower transport layer and higher level SAML entities, where is the security?

· BobB:

· Chris: Digital signatures on SAML messages provides it

· Jeff: Paul Leach in last F2F pointed out that we haven’t nailed down our trust model, and security considerations doc should cover that

· *** THIN NOTES HERE ***

· Simon: should we state

· BobB: should state that this authenticates SAML Sender and SAML receiver

· Larry: (line 618) there is text about tying authentication information from different layers, so this will come up again

<<BREAK>>

· Jeff: (section 3.1.9.3) “message integrity” misleading because this section speaks to integrity in the HTTP transmission, not necessarily in the message as sent by the SAML entity

· BobB: shouldn’t begin with “if”, should make this mandatory to implement

· Jeff: this was brought up in F2F3, this profiling of the use of SSL, which cipher suites, etc, and there are other examples of specs doing this well

· *** STEPPED OUT ***

· BobB: (line 333) strike Digest, give our earlier resolution

· BobB: (section 3.1.9.6) expected to see more error conditions, so we may not be clear enough

· Prateek: we can just refer to standard HTTP error handling

· BobB: (line 339) change to “SHOULD”

· Simon: this is from SOAP 1.1

· BobB: then just refer to it

· Simon: there is pattern of citing other specs to improve readability

· Suggestion to make the quote more obvious

· Last part of sentence refers to SOAP processor.  Should be SAML processor

· Steve: same SOAP/SAML processor change in line 341

· Simon: general point here is main error reporting is covered in core, this just deals with HTTP and SOAP specific errors

· Chris: (line 357) SOAP Action is not what is specified earlier in doc

· Irving: WSDL representation of this

· WSDL lives because we don’t have enough Interface Definition Languages

· Name is actually optional

· Has target namespace

· You can actually write your schema out, here he imported it instead, being easier

· First thing you do is define a message, in this case a SAML request message

· Similar, define a SAML response message

· Next type, define a port type, which includes an input and output message

· Refers back to target namespace

· Next, map req/resp on to SOAP

· MS has ensured that people who implement SOAP are STILL 2nd class citizens

· Input and output must match port definition

· We don’t need self-describing types because we refer to a schema

· If we wanted to use WSDL normatively, this is what we’d publish

· We could write the generic portion of this to be imported to a doc that has deployment specifics

· Will post to list

· Tried to run it through IBM’s toolkit, but it doesn’t support ‘document literal’, but .Net version of Visual Studio, it would probably work

· Therefore, this is probably sematically correct, but hasn’t been validated

· Larry: was looking at use case doc, some cases (e.g. 1-2, push model) have been eliminated, and SOAP profile doesn’t reference the use case doc

· Prateek will have SOAP profile point to appropriate use case (3?)

· Irving: use cases describe scenarios that we may not tackle in SAML 1.0, but are useful to keep for future use and to ensure that decisions in SAML 1.0 don’t prohibit expected future work

· BobB: (section 4.1.1) requests interaction diagram for ease of understanding

· Prateek: there is one later, sufficient?

· BobB: that diagram isn’t enough to speak to this section

· Prateek: already has issue to add browser to the picture

· BobB: probably still wouldn’t be sufficient for this section, needs to be more abstract

· ACTION ITEM: (Prateek) create diagram for this section

<<LUNCH>>

· Jeff: (line 411) Describes “information about SAML assertions”, which seems to imply artifacts, whereas in line 415, it mentions the assertions themselves, which seems inconsistent

· Prateek: will make text more consistent

· Prateek: (section 4.1.2) discussion of artifact implies one artifact to one assertion relationship, which may need to be revisited later

· BobB: doesn’t think that this is really required by the text here

· Simon: how could multiplicity be achieved in current schema or protocol

· Irving: core does allow multiple assertions in responses

· BobB: need normative text to specify it one way or the other

· BobB: (section 4.1.3) is sourceID required to be unique in any scope?

· Prateek: architecture doesn’t really care, line 469 begins some recommendations

· ACTION ITEM: (BobB) add some more clear text here on construction of ID

· Steve: not sure it’s necessary, since the correlation of sourceID to source URL is an out-of-band, manual administrative task

· Jeff: only necessary if two parties are independently generating the hash and need to arrive at same result

· BobB: scenario could be a site crashes and has to regen its sourceID, and it doesn’t want to change all of its partner configurations

· BobB: may not be an issue ultimately

· Jeff: suggests guidance text to implementers to preserve the result of the hash that the source site generates for its ID

· Chris: words focusing on the real point here would be useful, which is to generate ids that don’t collide, which may include an example of how (e.g. using a hash of the source URL)

· Jeff: reiterates need for guidance on consistency in producing the same ID

· BobB: (line 472) wants to replace the “MUST” sentence with something more advisory than binding

· ACTION ITEM for BobB remains

· Steve: (line 467) any particular reason for sending entire <SAML_artifact> rather than just <AssertionHandle>?

· Prateek: there had been a long discussion, credited to Irving about this, and it doesn’t hurt anything

· Irving: there was a similar situation in Shib where they had to deal with this

· RLBob: may be a clearing house site that handles many sourceIDs

· BobB: (line 481) a) should say “pseudo-random”, rather than “random”, and b) <<MISSED THIS>>

· Proposal to remove b)

· Prateek: without b), Paul Leach in last F2F protested about forgeability

· [VOTE] none opposed.  Removed.

· ACTION ITEM: (BobB) generate text on size and randomness issues in sourceID and AssertionHandle

· Jeff: we could just say follow RFC1750

· Bob will incorporate this

· Prateek: (section 4.1.4) proposes we remove lines 494-502 due to repetitiveness

· Irving suggests checking that it is truly redundant and that we won’t lose anything by removing it

· Prateek: (figure 1) needs to be cleaned up WRT normative/non-normative text

· Also needs browser entity

· Jeff: when discussing notions like “query string”, suggests using specific terms from RFC2396

· Prateek: we’re discussing things out-of-scope to SAML as well as SAML-scope things, like some event that occurs before user coming to inter-site transfer URL

· Prateek: suggests removing text from figure, and referring to table for this descriptive text

· Jeff: suggests getting away from “user accesses” or “user clicks”, in favor of “user’s browser issues GET…”

· Jeff: remove “URL” from step 1 in table, in favor of “path” term from RFC2396

· Steve: is it safe to encapsulate an entire URL as a query component in another URL

· Jeff: Yes, a la 2396 …

· Charles: in table step 2, 302 should precede HTTP 1.1

· Chris: is use of 302 for redirection mandated here?

· BobB: if this is standard, and works, and doesn’t blowup browsers (as opposed javascript), seems to be no harm in specifying it

· Chris: there are HTML header tags that can accomplish this same result without javascript

· Jeff: 301 means moved permanently, where 302 means moved temporarily, so 302 seems like the correct response

· Chris: will update security considerations doc, where other forms of redirection are cited

· BobB: destination described in table step 5 is actually the assertion consumer service at the destination, and should be described here as such

· Chris: why do we use our req/resp protocol when we know that there will always be only one assertion returned for an artifact?

· BobB: leads to defining the HTTP-only profile, which the group voted against for v1.0

· Simon: line 565

· Prateek: table step 6 should be stricken, since there is no interop impact

· Consensus agreement

· Steve: also in lines 533, 553

· Prateek: could just change to non-normative text, e.g. “destination site refuses access”

· BobB: (line 552) proposes deleting this first step, and adding text to 556 to specify that the second attempt to obtain an assertion via an artifact must result in a failure from the source site

· Chris: failure should/must be same as if artifact was never valid

· Doesn’t want to specify that, so that implementations can choose to fail with helpful information or not

· Chris: this is a security issue, should we really be silent on this?

· BobB: place in security consideration doc

· BobB: (line 560) need more explicit text on need for source site 

· RLBob: could just use mechanism in the POST profile

· Prateek: it doesn’t accomplish this mechanism

· Irving: here we are trying to prevent against hostile destination, which doesn’t exist in POST profile

· BobB: suggests text like “source site MUST NOT return the SAML assertion if the artifact is presented by the proper destination site”

· Irving: do we return SAML error or SAML success with no assertions?

· Chris: so there must be a way to identify the requestor who has the artifact and wants the assertion, yet we don’t say how

· Could come from lower level authentication event, could come from signed samlp request

· Larry: if it is not specified, leaves too much wiggle room for interoperability

· Prateek: are we happy with lines 543-545?

· BobB: what value is there in destination authenticating the source?

· Prateek: probably not necessary

· It does prevent Man-in-the-middle attacks, so it’s useful to leave in

· Prateek: (line 565) inclusion of at least 1 authN statement is something that subsequent countermeasures are based on

· Larry: what if more than 1 is returned?

· Prateek: destination only needs to accept one of them to proceed

· Simon: are we talking about separate authN assertions or a single assertion with multiple subjects?

· Prateek: among the assertions returned, there must be at least one authN assertion

· Irving: is it possible for a destination site to receive multiple artifacts, which correspond to different sources?

· Seemingly, yes, but would it make any sense?

· Simon: suggests that if dest cannot resolve all artifacts to assertions, fail

· Irving: as long as we avoid negative assertions, if dest can’t get all assertions, it will fail safe

· BobB: (line 565) improperly places requirement on source to send an authN assertion, instead of on the dest to not permit access without receiving one

· Irving: there is a requirement on the source to send an artifact pointing to an authN assertion

· Larry: (line 569) how does source site know to put this in artifact?  How does it know that the current request is in context of web browser profile

· BobB: note this is NOT subject confirmation

· Generation of artifact is the clue

· BobB: (line 565) why MUST a <saml:audience> be included in this case?  

· Prateek: It makes sense later in the POST profile, but it may not make sense here

· Steve: Same reason: destination site could become malicious and try to present the assertion somewhere else

· NEW ISSUE (Prateek) capture what the threat is here, then decide to leave it, change it, or strike it

· BobB: if we are going to make this a MUST, we need to clarify what goes in the audience

· Irving: (line 569) same reaction here as above

· BobB: << *** MISSED THIS *** >>

<<BREAK>>

· Tim: there is this implication that an artifact is uniquely linked to an assertion, and vice versa

· << *** THIN HERE *** >>

· Wants to break this to allow other possibilities

· Had submitted text to Prateek, which as he began to incorporate it, raised other issues, so he did not continue the incorporation

· Irving: if a RP doesn’t care about an AuthN assertion, and only cares about some particular attr, this proposal could save some steps

· << … after much blather … >> 

· Irving: can we defer this issue?

· [Vote] Defer the issue

· Larry: true or false, an artifact corresponds to exactly one assertion

· True

· Larry: true or false, an artifact may correspond to multiple authN statements

· False

· Source site may push multiple artifacts to a dest site, which may result in multiple authN statements

· BobB: the possibility of multiple artifacts isn’t explicitly stated

· ACTION ITEM: (Simon) text for “things you might do in step 6”

· Tim: in recent bindings call, there was discussion of alt artifact format, where sourceID is a URL

· Prateek: reasonable, results in additional artifact architecture that is not mandatory to implement

· Prateek: expects this to be added to bindings doc

· BobB: (line 580) this countermeasure doesn’t seem to accomplish anything

· Prateek: there may not be an effective countermeasure

· RLBob: SSL between browser & intersite transfer URL does provide protection here

· BobB: (line 587) wants more explicit language

· Prateek: nice thought, but doesn’t seem reasonable

· Irving: our specification doesn’t mandate how to run their systems, it mandates use of short-lifetime assertions, which implies need for time synch

· Gary: << *** MISSED THIS *** >>

· BobB: during prior discussions of session assertions, there was a question of whether session assertions should be allowed to outlive authN assertions on which they are based, and this is an example of why they should, since the authN assertion is deliberately short-lived

· RLBob: (line 609) what use is there to checking the issue instant?

· None really, unless there is local policy concerning maximum login session lifetime

· Prateek: (lines 512-516, 522-525) We describe need for confidentiality, but don’t mandate a method, although we do point to SSL

· BobB: (line 615) wants to change MUST to MAY

· Prateek: (lines 618) proposes removing this

· BobB: (line 632) We are not actively looking for known forged artifacts, and perhaps we should

· Jeff: ought to be a deployment setting for timeliness threshold, and it should be discussed in security considerations

· Chris: is directly covered in his doc

· Prateek: (figure 2) all comments concerning figure 1 and relationship to its table are applied here as well

· BobB (table step 3): do we want javascript referred to here?

· Prateek: slipped through, will be removed

· Do we also want to remove reference to Appendix B?

· Consensus: fine to keep it

· BobB: can just say “Browser submits”, and gloss right over this issue

· Prateek: (table step 5) remove as in Artifact profile

· BobB: (line 669) Dsig reference isn’t specific enough, wants ref to one of our docs that describes how to do this

· Irving: (line 672) source site needs to generate separate assertions for each intersite transfer

· BobB: added impact of signature on each assertion likely will lead to performance problems

· RLBob: this is the cost of avoiding Artifact approach

· Prateek: (line 672) is this blurb really redundant?

· BobB: (line 685) as before, if we are requiring an Audience element, we should specify what goes in it, and in this case it is more clear, it is the destination

· (many similar comments from the Artifact section)

· Prateek: (line 726) deserves its own section

· RLBob: there has been discussion of whether Audience is being abused here, even though the purpose is noble

· Suggests a separate element, which would be a Condition

· BobB: new element could just say ‘you have to be member of audience’, and point to the audience data

· Irving: Audience effectively already does this

· RLBob: semantics for how you match, e.g. in the case of multiple audience statements, may need to be different

· BobB: could use certs from authN steps and encrypt data for the intended audience

· Certs mentioned are not good encryption certs (are signing certs), and ties us heavily to SSL

· Irving: could devise a general crypto mech

· <idea withered>

· ACTION ITEM: (RLBob) provide text for new “for your eyes only” Condition element

<< ADJOURN FOR THE DAY >>

