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1 Proposal Outline

This document proposes mechanisms for detecting and handling stale data. Stale data is data that was valid when published, but has since become invalid. 

The simplest case (and the one on which we will concentrate) is the keyed reference. When an entity is published the UDDI server is expected to validate every keyed reference in the entity. The tModel key in each keyed reference indicates a tModel. That tModel may be marked (through its category bag) as checked or unchecked. Every keyed reference that uses the tModel key of a tModel marked as checked must be validated. If any keyed reference fails validation (there are several ways it may fail), then the publishing operation is required by the standard to fail.
There are a number of ways that data can become stale. It is possible for the publisher of the tModel to change its contents – a value that was once valid may no longer appear in the value set; an entity that was once entitled to use a particular value may no longer be so entitled; the entire tModel may be retired and replaced by a newer, shinier, one.
In the current situation, a client which wants more assurance than “this was valid when the entity was published” has few alternatives. The validation API may not be available to the client, and even if it is, including all the validation code in the client would be a tedious exercise. It seems much more logical to request the server to perform the validation, because the server must already contain the validation code to have validated the entry in the first place.

Once an entry is revalidated, the question becomes what we do with invalid data (valid data is returned to the caller – that much is simple enough). Do we suppress just the invalid data (say, the keyed reference?), or the entire entry containing the invalid data (this is somewhat analogous to the publishing behaviour, but provides the caller with less information)? Or do we return the invalid data, but indicate its invalid status in some way? It is proposed that the caller be given some control over this, through the invention of GetQualifiers (see proposal 018a). It is further proposed that data elements which are no longer valid be marked as such, rather than leaving the caller in doubt as to which parts of the entity are invalid.
Note, by the way, that suppressing anything other than entire entries will result in entries whose digital signatures cannot be verified successfully. It would, therefore, be prudent to mark such entries in some way so that the client does not attempt signature verification.
2 Proposal Detail

.
2.1 Data Revalidation
Data revalidation may be triggered by a request that bears an appropriate GetQualifier (see proposal 018a).
Data revalidation might be arranged on a regular timed basis. If invalid data were to be freed this might be worthwhile, but this proposal is not suggesting that (it is always possible that the data is only temporarily invalid, say, when a value set has been changed in error, and has yet to be corrected.) The other reason that timed revalidation might be useful would be if revalidation was a particularly time-consuming process – doing timed revalidations might be a technique to allow data to be revalidated without slowing down queries. This is not an especially compelling argument, so perhaps we should shelve the idea of timed revalidation for now, and stick with revalidation on request.
Once data has been revalidated, it may be appropriate to cache the results for some time, to avoid the overhead of repeating the revalidation process for the next request. The length of this period can be part of node policy. Note that 0 would mean that no caching is done, and that the revalidation process is repeated no matter how soon the next request for the same data appears. 

2.2 Indicating Invalidity
2.2.1 The Invalid attribute on KeyedReference

The primary data structure that is validated is the KeyedReference. It is proposed that we add an optional attribute to the KeyedReference, called Invalid. This attribute would be boolean, and would normally be omitted if false, for reasons of backwards compatibility. It would not be permitted to save a KeyedReference with this attribute set to any value but false. The only place that this attribute would be expected to appear would be in a result list of a query entered with a GetQualifier of validAndInvalidData.
The Invalid attribute would have one of two possible values:

1. false – this keyed reference has been validated successfully (default value, and value to be assumed if attribute is omitted)
2. true – this keyed reference failed the most recent validation

The Schema-Centric Canonicalisation algorithm must be changed so that it will always omit the Invalid attribute from the data which is signed. This is because it will not be present when the data is saved (complete with signature), and so will not be included in the signed data.

2.2.2 The InvalidContents attribute on top-level entities

Also affecting digital signatures is the possible omission of invalid elements. For this reason it is proposed that we add an optional attribute to all keyed entities (that is, businesses, services, bindings, and tModels), called invalidContents. This attribute would be have three values, and would normally be omitted if the value were “none”, for reasons of backwards compatibility. A UDDI server must not allow a publishing call to save an entity with this attribute set to any value but “none”. The only place that this attribute would be expected to appear would be in a result list of a query entered with a GetQualifier of validAndInvalidData (“included” might appear) or  validDataOnly (“excluded” might appear).
The invalidContents attribute would have one of three possible values:

1. none – no invalid data is contained in this entity (signature should match) (default value, and value to be assumed if attribute is omitted)
2. included – there is invalid data, and it is included in this entity (signature should match if the SCC14N algorithm omits the Invalid attribute)

3. excluded – there is invalid data, and it has been excluded from this entity (signature should not be expected to match)

The Schema-Centric Canonicalisation must be changed so that it will always omit the invalidContents attribute from the data which is signed. This is because it will not be present when the data is saved (complete with signature), and so will not be included in the signed data.

3 Backwards Compatibility

The new attributes in the responses will be optional, and not present if not used, so a back-level client will be able to make a request and interpret the response without requiring change. Understandably, the reverse is not true: a back-level server will not understand any request which uses the new features.
4 Alternatives Considered

.
5 References

5.1 Normative
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Appendix C. Notices

OASIS takes no position regarding the validity or scope of any intellectual property or other rights that might be claimed to pertain to the implementation or use of the technology described in this document or the extent to which any license under such rights might or might not be available; neither does it represent that it has made any effort to identify any such rights. Information on OASIS's procedures with respect to rights in OASIS specifications can be found at the OASIS website. Copies of claims of rights made available for publication and any assurances of licenses to be made available, or the result of an attempt made to obtain a general license or permission for the use of such proprietary rights by implementors or users of this specification, can be obtained from the OASIS Executive Director.

OASIS invites any interested party to bring to its attention any copyrights, patents or patent applications, or other proprietary rights which may cover technology that may be required to implement this specification. Please address the information to the OASIS Executive Director.
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This document and translations of it may be copied and furnished to others, and derivative works that comment on or otherwise explain it or assist in its implementation may be prepared, copied, published and distributed, in whole or in part, without restriction of any kind, provided that the above copyright notice and this paragraph are included on all such copies and derivative works. However, this document itself may not be modified in any way, such as by removing the copyright notice or references to OASIS, except as needed for the purpose of developing OASIS specifications, in which case the procedures for copyrights defined in the OASIS Intellectual Property Rights document must be followed, or as required to translate it into languages other than English.

The limited permissions granted above are perpetual and will not be revoked by OASIS or its successors or assigns.

This document and the information contained herein is provided on an “AS IS” basis and OASIS DISCLAIMS ALL WARRANTIES, EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO ANY WARRANTY THAT THE USE OF THE INFORMATION HEREIN WILL NOT INFRINGE ANY RIGHTS OR ANY IMPLIED WARRANTIES OF MERCHANTABILITY OR FITNESS FOR A PARTICULAR PURPOSE.
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