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These comments reflect my own opinions and not necessarily 
those of Oracle or the OASIS XACML Technical Committee.
General Comments

1. It is difficult to argue with idea that deployments of new technology should be carefully planned and that consideration be given to direct and indirect issues and the impact on all stakeholders understood and their buy-in obtained. However I believe this document presents an overall view that before any ABAC deployment is begun, all questions must be answered, all issues resolved, all related technologies integrated and all operational procedures final. I believe that this mindset is a recipe for vacillation and delay. I believe it may tend to prevent the government for receiving the considerable benefits of the deployment of ABAC.
ABAC is not new. Proprietary implementations were being deployed on web servers in the middle and late 1990’s. XACML itself has been a standard for over 10 years. Users with no prior knowledge of XACML from domains as varied as geospatial, medical and aerospace have found that XACML meets their independently developed requirements for access control better than any available alternative. Many enterprises have successfully deployed ABAC and received the benefits without necessarily solving every related issue in advance. 
I recognize that many issues relating to the complex use of ABAC do not have widely agreed upon solutions However, many organizations are getting the benefits of using ABAC in straightforward situations using proven technology. The technology and standards of ABAC have reached a point, where further advances will come not from speculative creation of new technology, but from real world experiences with solutions intended to meet novel requirements.
I believe that NIST should recommend that initial ABAC deployments make use as much as possible of familiar technologies, as you have, but also that organizations identify their unique requirements for ABAC which offer special advantages and conduct careful pilots to explore the benefits and difficulties in deploying promising solutions to these needs. I think the attitude that ABAC can only be used when all questions have been answered, will greatly delay its benefits and in any event is not a restriction to other types of IT deployments.
2. In a related comment, I believe the draft document ignores the currently deployed baseline as a point of comparison. It is clearly a goal that ABAC deployments improve the ability of organizations to manage, control and audit the access to resources in a more flexible way. However, a new solution should be required to be a substantial improvement, not necessarily a perfected resolution of every conceivable issue. New solutions should be held to the standard of improvement in some areas and parity in others.
For example, the position taken with regard to environmental attributes seems excessively cautious and concerned with the assurance associated with these attribute values. Yet in practice it will be found that currently deployed systems make security-related decisions based on information such as date-time, day of week, and client IP address on topics such as the analysis of log files, validity of certificates, etc.
It seems to me that efforts to deploy ABAC technology, while making use of attribute values already in use can be decoupled from laudable and complementary efforts to improve the quality of all the information used to make policy decisions.
Comments on specific sections
3. Section 2.2 line 491 & box
In the last ten years the XACML community has concluded that there is nothing magic about the categories subject, object, operation and environment. The important thing is that there is agreement between the policy author and the PEP or other entity supplying attribute values about which entity type is associated with particular attributes. In certain contexts other categories have proven useful and XACML 3.0 allows policy authors and entities making decision requests to specify additional categories.
4. Section 2.2 lines 493-497
Attributes are characteristics that define specific aspects of the subject, object, environment conditions, and/or requested actions that are predefined and preassigned by an authority. Attributes are composed of an optional category that indicates the class of information given by the attribute, a name, and a value (e.g., Class=HospitalRecordsAccess, Name=PatientInformationAccess, Value=MFBusinessHoursOnly).
Where did the optional category come from? There is no other mention of it in the document. It is obvious that it is not intended as what XACML uses the term category for, i.e. subject, resource, environment, etc. Is this an attempt to introduce the concept of a namespace without any foundation? The example suggests that it is not intended to be used as Class is used in OOP languages, i.e. as a datatype. I do not see the purpose of introducing this unmotivated, ill described and hardly standard concept at this point.
The example is also somewhat odd. Is it supposed to represent a subject attribute or an object attribute? I can’t tell.
5. Section 2.2 lines 498-503
A subject is an active entity (generally an individual, process, or device) that causes information to flow among objects or changes the system state. It can be the user, requestor, or mechanism acting on behalf of the user or requestor. A subject may be a non-person entity such as a system or process, rather than a human. Subjects often act on behalf of a specific human or organization. Subjects may be assigned attributes that describe their name, organization affiliation, citizenship, etc.
Since version 1.0 XACML has recognized the possibility that more than one subject may be involved in an access request. It has defined identifiers for the requester, one or more intermediaries, the receiver of the result (if different from the requester), requesting machine and requesting codebase. Note that machine and codebase are inherently NPEs.
6. Section 2.2 lines 504-505
An object is a passive information system-related entity (e.g., devices, files, records, tables, processes, programs, networks, domains) containing or receiving information.
Should read: “passive in the context of the given request.” An object (resource) may be active and generate other requests. In XACML it may even be a subject entity identified as category codebase. In general this description pays insufficient attention to the concept of an access request. The access request triggers a decision and the enforcement of that decision. The access request defines what is the subject and what is the object. It is the central concept in access control.
7. Section 2.2 lines 505-506
Access to an object 505 implies access to the information it contains.
This is not true in general. Operations like create, update and delete may not include the ability to read. Invoking a programmatic object may alter its encapsulated state while not providing access to its contents.

8. Section 2.2 lines 510-511
An operation is the execution of a function at the request of a subject upon an object. Operations include read, write, edit, delete, author, copy, execute, and modify.
Operations such as create, rename or delete are sometimes defined as operations on the object and sometimes as operations on a containing object such as a directory or folder. This originates from systems like permission bits or ACLs where the access control information is directly associated with the object it refers to. If the request is to create an object that does not exist, the access control information does not exist either. Therefore the parent object must be consulted. In policy-based systems, policies can apply to objects which do not exist at the time the policy is written.
Another reason this approach originated is the unfortunate tendency to base the access control constructs on the underlying implementation rather than how it appears to a user requesting access. For example, to create a new file may require read and write permission on the directory as well as the assumption that the subject will have write permission on the newly created file. This kind of thing tends to be very confusing and seem arbitrary to users. It is often said that few people understand the UNIX search (execute) permission on directories. In general, the most significant limitation on any access control system is the ability of users and administrators to understand effect of the access control mechanisms.
9. Section 2.2 lines 512-513
Policy is the representation of rules or relationships that define the set of allowable operations a subject may perform upon an object in permitted environment conditions.
A much better definition would be something like: “Policy is the representation of rules or relationships that makes it possible to determine if a requested access should be allowed, given the values of the attributes of the subject, object, operation, environment or other relevant entities.” I am not aware of any system which attempts to define or enumerate all the things which may or may not be done. Further I don’t believe human beings could actually create policies of that sort effectively. Policies which refer to attributes with non-unique values can control access to objects that the policy author is completely unaware of the existence of. Consider a policy like “Company confidential documents may only be accessed by employees.” The policy author may have no knowledge of the number, nature or even the existence of the subjects and resources that it applies to. The subjects and objects referred to by this policy may come in and out of existence during the lifetime of the policy.
10. Section 2.3 lines 529-531
In its most basic form, ABAC relies upon the evaluation of attributes of the subject, attributes of the object, and the formal relationship or access control rule or policy defining the allowable operations for subject-object attribute combinations.
Policies are evaluated. Attribute values are obtained from an authoritative source.
11. Section 2.4 lines 600-615
This discussion misses the most important aspect of ABAC which is that policies are isolated from any other logic within the system. This allows security policies to be identified, created and modified, tested and audited. In contrast, the current state of the art for fine grained access control, e.g. in web servers, is for access control logic to intertwined with business logic, user interface code and navigation logic which makes managing or even locating and identifying access control logic very difficult.

12. Section 2.4.1
This section discusses Natural Language Policies, Digital Policies and Meta Polices. The entire section appears to have been written by someone who has never been involved in deploying an ABAC system. Is there some basis for the statements made here other than merely thinking about the problem?
Lines 633-635
Given that all relevant NLPs are comprehensive and exist for each organization in an enterprise, the next step is to translate those into a common set of rules that can be enforced equally and consistently within the ACMs across the enterprise.
In practice comprehensive NLPs almost never exist, as is pointed out later on in section 3.1.2.4. In light of this does it make sense to say that comprehensive NLPs are a prerequisite to developing DPs?
Lines 653-654
Meta Policy (MP): Regulates how to assign priorities and mediate conflicts between DPs or other MPs. An MP is a policy about policies, or policy for managing polices.
It is not clear from the definitions whether the MPs can be evaluated by a computer or not. The definition of DPs says that they “compile directly into machine executable codes or signals such as access control language.” This seems to imply that MPs, in contrast cannot be directly evaluated. However it is not clear how an MP can mediate conflicts between DPs without being directly evaluated. Is the system supposed to call up a lawyer or clerk to determine the applicable MP? But if MPs can be evaluated directly, how are they distinguished from DPs? If the policy language contains mechanisms to resolve conflicting access control decisions (as XACML does) is it considered both a DP and an MP rolled in one? More generally can NIST cite any product or deployed access control system which actually uses DPs and MPs as described in this section? I note that neither example provided in Appendix A mentions MPs.
13. Section 2.4.1 Lines 666-670
Once the full set of subject and object attributes needed to satisfy the entire set of allowable operations for a given set of enterprise objects is identified, this set of attributes comprises the entire set of attributes needed to be defined, assigned, shared, and evaluated for enterprise ABAC access decisions. For this reason, identifying the NLP and DP must be accomplished first when implementing an enterprise ABAC capability.
In practice, the XACML TC, working with domain experts, has had considerable success identifying attributes which will be used to make policy decisions in a specific domain prior to determining the exact policies to be enforced. For examples see the XSPA (Healthcare) Profile, Intellectual Property Control Profile, US Export Control Profile and current work on the IF-MAP Profile (all at OASIS, URLs can be provided on request) as well as the GeoXACML work done at the Open Geospatial Consortium.
More generally experience has shown that it is better to use attributes which are well understood within the organization and relied on for day to day operations. Attributes which are generated only for the purpose of access control are much less effective in practice for the simple reason that the organization will not be diligent in updating them. This principle is consistent with the long established Common Law rule that business records are an exception to the hearsay rule. These “organic” attributes can easily be identified by a domain expert well in advance of determining specific policies.
Finally, the advice given in this section seems to reflect an extremely static environment where the entire set of attributes is determined at one point in time and never changed. I more realistic scenario would see some set of initial systems converted to ABAC followed by others later. Before the entire rollout occurs it is likely new systems with new requirements will be planned or deployed while old systems are retired. At the same time the organization may well be reorganized, divided or merged with other organizations. Even a system which does not change may need additional attributes as new user populations are added. This kind of approach is actually discussed in section 3.1.1.
14. Section 2.4.2 Lines 677-678
Attributes shared across organizations need the ability to be published, validated, assured, updated, modified, and revoked.
They also need to be located and retrieved.

15. Section 2.4.3 Lines 730-732
Policy Enforcement Point (PEP): The logical entity or place on a server that enforces policies for authorization and policy decisions in response to a request from a subject wanting to access a protected object; it executes the appropriate access decisions, as determined by the PDP, which shall either allow or deny user access to the requested protected object.
A PEP can be a part of any program, not just a server.
I suggest changing “it executes the appropriate access decisions, as determined by the PDP” to “it enforces the access control decisions made by the PDP”. I note with approval that this definition includes the concept of a request, which was missing in an earlier section.

16. Section 2.4.3 Lines 745-746
Policy Administration Point (PAP): Provides a user interface for creating, testing, and debugging MPs, and storing these policies in the appropriate repository.
I thought a PAP was for managing DPs? What component creates tests, debugs and stores DPs?
17. Section 2.4.3 Lines 733-737
The PDP and PEP may be physically and logically separated in an enterprise. For example, an enterprise could establish a centrally controlled enterprise decision service that evaluates attributes and policy and renders decisions which are then passed to the PEP as assertions. This allows for central management and control of subject attributes and policy, but grants partial control of access to the object from the local object owner.
This paragraph conflates centralized policy authority with centralized policy management and centralized policy evaluation. These are independent of each other as was pointed out by Deborah Gallagher of GSA as a speaker at the recent ABAC Workshop. It is possible that responsibility for defining policy may be assigned to a single organization or distributed among several. Independent of that, policy may be managed and distributed from a single point or several. Independent of either of the previous decisions, PDPs may be embedded in application systems or centralized and accessed remotely or some mixture of the two.
It is highly desirable that all the policies used to make any given decision be located at a single point to facilitate analysis and audit, but the other choices can be made freely in whatever way best serves the needs of the organization.
18. Section 3. Lines 799-800
How are subject attributes managed for disconnected and disadvantaged users?
What are disadvantaged users? What is supposed to be considered here?
19. Section 3.1.2.1 Lines 852-854
While ABAC provides many important new features when deployed across an enterprise, the cost of development, deployment, and maintenance of ABAC components is significant and may not provide cost savings over existing solutions in the long term.
This appears to be a question of expectations. Section 2.1 does not cite cost savings as a benefit of ABAC. 

20. Section 3.1.2.1 Lines 860-864
Given these considerations, ABAC is not the right solution for every logical access control problem and should be applied only when needed for requirements such as fine-grained control of objects, ability to provide access without prior knowledge of or information about the subject, and large-scale enterprise information sharing of a limited set of mission or business critical objects.
This is a misleading statement since once an ABAC infrastructure is deployed, the marginal cost of more fine grained decisions is little or nothing. It also ignores the benefits of being able to manage and audit all of the access control polices in some domain in a consistent way using the same tools. However, I do not disagree with the statement that “ABAC is not the right solution for every logical access control problem”.
21. Footnote to section 3.1.2.1
It should be noted that “fined grained”, like metadata is a relative and not an absolute concept, but a relative one. Schemes can be more fine grained or less fine grained, but there is no point of sharp distinction. Similarly with metadata, to an application a object attribute like “classification” is metadata, whereas to the ACM, it is data and something like “last update time” is metadata.

22. Section 3.1.2.3 Lines 901-902
ABAC does not lend itself well to efficiently conducting these audits.
In my opinion this is not a property of ABAC, but rather is a restriction which flows from the nature of large scale environments. There are many reasons for this, ranging from time to access remote attribute information, lack of retrieval protocols, impracticality of a single data model across loosely federated organizations and the combinatorial explosion of relevant attributes. The point is that this requirement is not real and is merely the result of trying to use small scale concepts where they do not apply. Even if you could construct a list of the million users who can read a particular file it would not be useful. The kind of comparison between NLP and DP described elsewhere in this document is a much more useful type of audit.
23. Section 3.2.2.4
As noted previously, XACML built-in subject categories include codebase and requesting machine which are inherently NPEs. These are intended to be used in situations where is is desirable to make policy statements about both the NPE and the user or organization on whose behalf they are acting. When the properties of the requestor and the NPE are the same for the purposes of making access control decisions their use is unnecessary.
24. Section 3.2.2.7 Lines 1251-1252
Ideally each subject should have a single attribute service to identify and provision the appropriate authoritative source for each subject attribute.
Is this intended to mean that there should be a single source for all the attributes of each subject or that there should be a single source of each attribute of each subject?

25. Section 3.2.2.13 Lines 1295-1296
Where practical for enterprise solutions, it is recommended that PDPs and, to a lesser degree, PEPs be implemented as services, separate from individual enterprise services and applications.
Implementing a PEP as a networked service makes no sense. A PEP is a reference monitor and as such must be located at a choke point in order to be able to enforce policy. If the application must 1) decide that enforcement must occur at a certain point and 2) decide what the relevant attributes are and 3) not perform the action if policy does not permit it, then there is nothing left for the PEP to do. Configuring an application with a PEP as a networked service is a sensible choice, but a free standing PEP is not.
Using a service-based PDP has advantages in easier integration and deployment for relatively low performance environments. However, because of the cost of a network round trip for each access control decision, it puts a floor under latency. Modern web and application servers typically have strict limits in the total latency for transactions and will not tolerate using most of that time for access control decisions, particularly since database access typically cannot be overlapped with PDP requests, but must wait until a permit decision has been rendered. In the long run, the vast majority of PDPs will be embedded in the same process as the PEP. As noted in an earlier comment, this in no way prevents policy from being managed centrally and distributed to embedded PDPs as required.

26. Section 3.2.3.1
This section takes an unduly conservative view of the assurance associated with environmental attributes. In practice, non-ABAC security systems deployed today routinely depend on the accuracy of information such as date, time and IP address for security related decision making. Improving the assurance of all attributes used for access control decisions over time is surely a good thing, but it should not be a precondition to ABAC deployment in cases where the data is already being trusted.
27. Section 3.2.3.2
This section highlights an important and poorly understood aspect of access control systems. However, consideration should be given to how this information would be utilized in practice if it were available. It seems unlikely that it would contribute in realtime to access control decisions. More likely it would be used prospectively or retrospectively to further the overall goals of the organization. In that case, it should logically be combined with related activities such as the NLP to DP comparison and evaluation of whether attributes in practice reflect the intended semantics as envisioned by policies.
28. Section 3.3.2 Lines 1378-1379
Keeping to a minimum the number of attributes used in authorization decisions will improve performance 1378 and simplify the overall security management of the ABAC solution.
This is factually incorrect. While there are a number of reasons why it might be desirable to limit the number of attributes, some of which are discussed elsewhere in this document, performance is not one of them. Measurement of real systems shows that when attributes are fetched from a typical repository there is no difference between fetching one attribute and twenty. Because of the cost of accessing such common attribute sources as an LDAP or relation database server is dominated by the round trip message delay, the number of attributes retrieved makes little or no difference over a range of one of two orders of magnitude. Caching attribute values further decreases the difference. It may be sensible to recommend limiting the number of attribute sources for performance reasons, but not the number of attributes.
