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1 Introduction

1.1 Terminology

The key words must, must not, required, shall, shall not, should, should not, recommended, may, and optional in this document are to be interpreted as described [RFC2396]
2 Background

2.1 Motivation

To be fleshed out

2.2 Related Efforts

To be fleshed out further. 

The XRI TC intends to fill a perceived gap with other technologies. Towards this end, this section enumerates and describes related efforts that should be considered when developing the XRI specifications.

2.2.1 Potential Underlying Technologies

This section describes technologies that may be the building blocks for XRI syntax or resolution. XRI specifications are not required to leverage these technologies. 

2.2.1.1 URI & URN Specifications

The XRI effort is going to produce a URI scheme compatible with [RFC2396] and a URN namespace compatible with [RFCxxx] and [RFCxxx]. These document specify the manner in which URI schemes must be defined, and the semantics of URIs and URNs. 

2.2.1.2 DNS

DNS is the basis of most identifier mechanisms used on the Internet today. It is well deployed, well understood, and well implemented. DNS provides globally unique and resolvable domain names. Domain Names and DNS were originally developed for the identification of hosts but have been extended to new functionality. Some of these new features, including DDDS and NAPTR records may be of particular interest to the XRI TC. 

2.2.1.2.1 DDDS

“The Dynamic Delegation Discovery System (DDDS) is an abstract algorithm for applying dynamically retrieved string transformation rules to an application-unique string.” DDDS defines a way to use a database (initially DNS) to transform a string (initially a URI or URN) into other strings (such as a HTTP URL) or endpoints providing resolution services. DDDS, along with the initial URI and URN resolution application using DNS are defined in [RFC3401], [RFC3402], [RFC3403], [RFC3404], and [RFC3405]. 

There are several ways the XRI resolution mechanism may use DDDS.

First, there is generic URI and URN resolution “application” defined in [RFC3404]. This application maps any URI or URN one of a series of service endpoints defined by [RFC2483] and the DNS system as the database for rewriting rules. Examples of the services include (from [RFC3404]):

· I2L:  given a URI return one URI that identifies a location where the original URI can be found.

· I2Ls: given a URI return one or more URIs that identify multiple locations where the original URI can be found.

· I2R:  given a URI return one instance of the resource identified by that URI.

· I2Rs: given a URI return one or more instances of the resources identified by that URI.

· I2C:  given a URI return one instance of a description of that resource.

· I2N:  given a URI return one URN that names the resource 

DDDS is modular and thus other databases or “applications” of the lookup process may be envisioned. DNS may not even be required. Members of the XRI TC should become familiar with the DDDS framework.

2.2.1.3 HTTP

HTTP, defined in [RFC2616] is the basic protocol for accessing resources on the world-wide-web. Its semantics and abstractions, however, are broadly applicable to a wide number of interaction scenarios, and thus has been leveraged to support a number of non-web-like applications. In fact, HTTP is effectively the default standard transport for all web services transactions. HTTP defines both a protocol on top of TCP and a URI scheme. 

The HTTP protocol is widely implemented and understood. Many believe that the HTTP URI scheme is adequate for most identifier purposes. In fact, there is a school of thought that believes the generality of HTTP as a protocol gives a great deal of value to HTTP URIs because HTTP URIs are relatively general in scope and yet have a well-defined resolution and data exchange protocol. 

The XRI effort should keep in mind the value of the HTTP protocol and URI scheme and always be aware of the marginal value of a new URI scheme relative to the value that HTTP URIs already can provide.  

2.2.1.4 SOAP

SOAP [SOAP12] is the XML enveloping protocol underlying the web services technologies. It presents an abstract data structure for containing arbitrary XML content and XML “header” information. 

The XRI TC effort may consider using SOAP in its resolution process. 

2.2.2 Other URI and URN Identifier Schemes

The XRI TC is defining a URI scheme and a URN namespace. In doing so, the XRI effort should acknowledge and learn from other URI and URN efforts so as not minimize reinventing concepts or terminology, and so as to reflect the practical knowledge gained by the development and deployment of these other identifier schemes. 

2.2.2.1 HTTP

This needs a lot of work. It is a very important section. 

There is a convincing case that HTTP URLs are appropriate for identifying a wide variety of resources beyond web-accessible data. In many situations, this is true. But the XRI TC envisions that URIs will be used for multiple purposes and therefore believes there are several problems with using HTTP URLs for identifying abstract resources across a wide number of applications:

· HTTP URLs suggest that the means of interaction on the network is HTTP. We do not want to make this assumption

· The use of HTTP URLs can be ambiguous in situations where multiple URI schemes are legal. In such a situation (such as [WS-ROUTING]), it is unclear whether an HTTP URI identifies an HTTP endpoint or an abstract thing, perhaps which corresponds to a zero or a set of network resources. 

· HTTP URLs are tied to domain names and thus require the identification of a resource to be associated with a domain name. In the case of identifying persons, this may not be feasible as this requires a person to maintain that relationship to the owner of the domain to retain their digital identity. 

2.2.2.2 XNS

The XNS specification [XNS] largely influences the XRI naming and addressing specification. XNS is a large specification that attempted to address the full array of issues surrounding the management of identification, data exchange, and “digital identity”.

The XRI effort is focusing on an addressing and resolution specification only. The XNS specification did not 

2.2.2.3 Handle

This needs work. A very important section.

Handle [HANDLE] is a relatively simple and extensible naming architecture. 

Syntax: Naming authority/local part

Problems with handle:

· Handle defines a system, not just a syntax

· Unclear how this could be used in other than a globally resolving way 

· All namespace registration data must be stored in the “global handle service” 

· Seems to preclude disconnected communities

· Not truly decentralized

· Invents rather than integrates

· New UDP wireline protocol 

2.2.2.4 SGNP

2.2.2.5 OpenURL

2.2.3 Potential Applications

The XRI effort needs to understand where needs exist in other technologies for an abstract identifier scheme like that produced by the XRI TC. In many cases, technology efforts specify the use of a “URI” for identification resources in the system, but do not require use of a particular URI scheme. The XRI URI and URN schemes can therefore be used directly in systems specifying these technologies. Additionally, URIs are also legal where in situations where the only restriction on identifiers is that they be a string (consisting of URI-compatible characters).  

2.2.3.1 Semantic Web/Topic Maps

Applications based on semantic web technologies or XML topic maps use URIs to uniquely identify resources (or “subjects” in Topic Maps terminology). HTTP URIs are frequently used for these applications but XRIs could be leveraged as resolvable URIs instead or in addition to HTTP URIs. 

The Oasis Topic Maps Published Subjects TC is trying to define requirements and a process for defining and publishing information about well known URIs for use in Topic Maps applications. A resolvable URI scheme could support such an application. 

2.2.3.2 Directory Services

2.2.3.3 Registries and Repositories

Registry and repository efforts define a number of identifier schemes and data types. The XRI effort may provide a convenient way to link instances of these registries/repositories. Future registry/repository work could use XRI identifiers for identifying the resources stored in the repositories or as a way of linking the identifiers described in the registries. 

2.2.3.4 Web Services Routing

The WS-Routing specification [WS-ROUTING] provides a way of attaching message routing information (e.g. to, from, intermediaries) to SOAP messages. This routing information must be in the form of a URI. One might expect to use HTTP URIs for this purpose, and such as use is entirely suitable in an environment where SOAP is being transported over HTTP, and where the soap processing nodes are directly identified by HTTP endpoints. 

These assumptions may not hold true for all SOAP environments. For example, a transport neutral identifier may make more sense in an environment where multiple network transports are available for SOAP messages. Finish this thought. 
3 Use Cases

4 Requirements

The purpose of this document is to summarize the requirements of the XRI specifications by category of requirement, subcategory (where applicable), and priority.

Key:

PR = Proposed Requirement (not reviewed yet)

*PR = Proposed Requirement about which there are still open issues

CR = Candidate Requirement (reviewed and consensus reached by attendees at the F2F)

4.1 Identifier & Identifier Syntax Requirements

Note: text similar to this may exist in the Intro, but since I haven’t seen that yet I’m putting some brief background material here for now…

The XRI specification for Identifiers and the syntax used to create these identifiers must enable the creation of persistent and reassignable identifiers.  XRI requirements are built on a foundation of the URI and URN specifications with specific additional requirements to clarify and resolve ambiguities within or between these specifications.

4.1.1 URI Requirements

4.1.1.1 CR-22: URI Conformance

The XRI specifications for identifiers must conform to the URI specification documented in IETF RFC 2396.   

[TO DO: add explicit requirements here for each additional key URI requirement and reference the URI spec for the detailed definition.

Key URI Requirements That XRI Specification Must Address:

· Defines A Namespace Scheme

· Hierarchical Namespace with Absolute and Relative Identifier Forms

· Global Transcribability

· URI Syntax, Common Elements, Escaping and Syntatic Components

· Naming Authority

· Path and Query Components

· Fragment Identifier (esp. given the glossary discussion re Resource vs. Attribute ]

4.1.2 URN Requirements

4.1.2.1 CR-23: URN Conformance

The XRI specifications for persistent identifiers must conform to the URN Functional Requirements specificaton,  IETF RFC 1737, and the URN Syntax specification, IETF RFC 2141.

[TO DO: add explicit requirements here for each additional key URN requirement and reference the URN spec for the detailed definition.

Key URN Requirements That the XRI Specification Must Address (lifted from the URN specs):

· Global scope: A XRI is a name with global scope which does not imply a location.   A XRI must be capable on naming any resource in the universe and  must have  the same meaning everywhere.

· Global uniqueness: The same XRI will never be assigned to two different resources.

· Persistence: XRIs must support identifiers that have a permanent lifetime.  It will also be possible to create reassignable identifiers  

· Scalability: XRIs can be assigned to any resource that might conceivably be available on or off the network, for hundreds of years.

· Legacy support: The XRI scheme must support existing legacy naming systems

· Extensibility:  The XRI scheme must permit future extensions to the scheme.

· Independence: It is solely the responsibility of a naming  authority to determine the conditions under which it will issue a XRI (name or ID).

· Resolution: The XRI scheme must support resolution of the XRI.  However not all XRIs must be resolvable.

]

4.1.3 Abstraction and Independence

4.1.3.1 CR-1: Location-Independence

The XRI specifications must enable identifiers to identify a resource independent of its location on the network (if any). At various points in its lifetime, the same resource may or may not be accessible on the network. It may migrate from one network endpoint to another. It may move from one machine to another. It may be retired and be permanently inaccessible. Consequently, it must be possible to construct a valid XRI that does not reflect an identified resource’s location on the network (or lack thereof).

 [Add example - SGNP is a good source of examples in this area, as this requirement is particularly strong for grid-based computing.] [Note: Does SGNP’s notion of “administrative domain” apply here? If it does, I’m not sure XNS IDs qualified because they’re permanently bound to a host environment.]

4.1.3.2 CR-2: Application-Independence

The XRI specifications must enable identifiers to identify a resource independent of an application that creates or manages the resource. [Add example.] [Note: Is there something in particular we’re guarding against here? How would you ever go about creating an application dependent identifier? Maybe by cryptographically binding it to some secret inside an app? I’m not sure we need this req.]

4.1.3.3 CR-3: Transport-Independence

The XRI specifications must enable identifiers to identify a resource independent of the protocol used to access it on the network (if any). HTTP URLs, for example, are intrinsically bound to a specific transport protocol. While an explicit binding to a transport protocol is appropriate for some URIs, it should be possible to construct XRIs that are completely disassociated from the mechanism or protocol used to transport data representing the identified resource.

[Add example: limitations of HTTP URLs.]

4.1.3.4 CR-4: Type-Independence

The XRI specifications must enable identifiers to identify a resource independent of the type of resource being identified. URIs are often used for purposes beyond intent of their schemes. HTTP URLs, for example, are frequently used as opaque, unique identifiers that have no association with hypertext (as designators of XML namespaces, for instance). Websites often repurpose email addresses as login IDs, treating them as ubiquitous, globally unique mnemonic handles but completely changing the mailto scheme’s intention of identifying an electronic mailing address [RFC 2368].  It is the intent of XRIs to identify resources without respect to type. Therefore, XRIs must allow identifiers that have no expressed association with the type of resource they identify.

 [Add examples and use cases. Good example here is email addresses, which are used for many identification purposes but have an inherent type which can be misleading.]

4.1.3.5 CR-5: Security Method-Independence

The XRI specifications must support the ability for an identifier to identify a resource independent of the authentication, authorization, or access control technologies or methods used to ensure the security of the data associated with the resource. While XRIs should be sufficiently expressive to include security data if desired, it must not be required. 

[Example: SPKI and other PKI technologies where the ID is a public key.] [Test: can our syntax be expressive enough to include other URI schemes that specify security?]

4.1.4 Persistence and Semantic Mapping

4.1.4.1 CR-6: Permanent Identifiers

The XRI specifications must support the ability for the association between an identifier and the resource it identifies to persist regardless of changes to attributes of the resource or its location on the network (if any). Specifically this means the identifier will not be reassigned even if the network resource becomes unavailable or is no longer in existence. Note: this requirement is mutually exclusive with CR7, reassignable identifiers. [Note the relevance to URN specifications.]

4.1.4.2 CR-7: Reassignable Identifiers

The XRI specifications must support the ability for the association between an identifier and the resource it identifies to be changed (e.g., when a trademark or tradename is sold from one company to another). Note: this requirement is mutually exclusive with CR6, permanent identifiers.

4.1.4.3 CR-30: Identifier Mapping

The XRI specifications must support the ability to identify an identifier as a resource. [Add example. Explain that the effective result is resolution to another identifier. Also explain that this is known as an "alias" or "aka". Also explain how this feature is necessary in order to have the ability to manage an identifier, and also for semantic mapping.]

4.1.4.4 CR-31: Combining Permanent and Reassignable Identifiers

The XRI specifications must enable an identifier to combine both permanent identifiers and reassignable identifiers as subcomponents of a single expression. In addition, the identifier syntax must be able to: a) distinguish between these two types of components within the expression, and b) permit a portion of the expression to be non-authoritative, e.g., a human-readable comment. [Dave’s suggestion: rewrite in the context of URIs and URNs.]

4.1.4.5 CR-8: Human Optimization

The XRI specifications must support the ability to create identifiers optimized for human readability, memorability, and useability. 

4.1.4.6 CR-9: Machine and Network Optimization

The XRI specifications must support the ability to create identifiers optimized for machine and network efficiency. [Add examples including caching for resolution purposes.]

4.1.4.7 *PR-11: Internationalization

The XRI specifications must support the ability for identifiers to use internationalized character sets. [Issue: Investigate how this is being handled by the DNS and URI internationalization efforts, such as IRI.

Proposal: The XRI specification will follow the guidelines in RFC 2718 concerning internationalized character set usage in URIs and further constrain the allowable characters to those valid in XML documents as specified by XML 1.0.  This allows XRIs to be used in any native environment.

The Unicode Consortium, "The Unicode Standard, Version v3.0",     Addison-Wesley Pub Co; ISBN: 0201616335

Extensible Markup Language (XML) 1.0 (Second Edition) W3C Recommendation http://www.w3.org/TR/REC-xml
Also see references listed below for character encoding]

4.1.4.8 *PR-32: Character Encoding

The XRI specifications must specify the encoding to be used for internationalized character sets.

[Issue: Investigate whether the key job for the TC is to specify the standard encoding mechanism for internationalized characters into URI syntax, since there are multiple ways of doing this.

Proposal:  XRIs will use UTF-8 as the encoding  mechanism.

Additional References: 

URI RFC:

 ftp://ftp.rfc-editor.org/in-notes/rfc2396.txt

W3C info:

 http://www.w3.org/International/O-URL-and-ident.html

 http://www.w3.org/2001/Talks/0912-IUC-IRI/paper.html
RFC on IEFT Guidelines for new URL Schemes

http://www.ietf.org/rfc/rfc2718.txt

IEFT policy on character sets

 http://www.ietf.org/rfc/rfc2277.txt

]

4.1.5 Cross-Context Identification

4.1.5.1 *PR-16: Cross-references

The XRI specifications must support the ability to use an identifier in the context of another identifer. [Need to clarify whether this is simultaneous or multiple instances. Needs examples and use cases, e.g., Tel. Number, ISBN number.

Question: Is this wording for PR-16 equivalent, correct for the requirement, clearer, confusing as hell??

The XRI specifications must enable an XRI to be contained within another XRI.  The ultimate resolution (if it is resolvable at all) of the containing XRI and the complete XRI (containing and contained parts)  must be the responsibility of the resolvers in the context of the naming authority of the containing XRI.  The contained XRI must resolve (if it is resovable) on its own according to the XRI resolution mechanism.

An ISBN XRI contained in an XRI identifiying an order processing form at amazon.com might resolve the complete XRI to a web page describing the book and providing  shopping cart functions to buy, put on a wishlist etc.  But the same ISBN XRI contained with a NY Times XRI might resolve to the web based instance of the review of the book in last Sundays book review section.  Meanwhile at the Library of Congress the ISBN XRI entered into the card catalog system might resolve to the location in the stacks where copies of the book will be found.

4.1.5.2 *PR-33: URIs and URNs as Cross-references

The XRI specifications must enable other URIs and URNs to be one type of identifier that can be used in the context of another identifier. 

[Examples?]

4.1.6 Extensibility

4.1.6.1 CR-12: Scheme Extensibility

The XRI specifications must support the ability for the identifier scheme to be extended by adding new sub-schemes without changing the underlying architecture. [Add examples, or push under the URI category.]

4.1.6.2 *PR-13: Attribute Identification

The XRI specifications must support the ability to identify any attribute of a resource, including simple attributes and complex attributes (attributes that contain other attributes). [Issue: define resource vs. attribute, and how identifiers can be grouped to give some sort of context. Use case: we need to be able to address inside an XML document. Dave Wentker comment: it can be helpful to know that a resource is a group – do we need a separate requirement for groups? Drummond: no, it is part of the URI spec definition of a resource that it can be a group of other resources.]

4.1.6.3 CR-14: Version Identification

The XRI specifications must support the ability to identify a version of a resource or an attribute.

4.1.7 Authority, Delegation, & Federation

4.1.7.1 CR-17: Unlimited Root Authorities

The XRI specifications must support the ability for any resource to serve as its own root identifier authority.

4.1.7.2 CR-34: Unlimited Topologies

The XRI specifications must support the ability for identifier authorities to be organized in any topology (e.g., centralized, hierarchical, federated, or peer-to-peer).

4.1.7.3 *PR-18: Unlimited Federation

The XRI specifications must support the ability for any identifier authority to delegate to any other identifier authority, and for delegation relationships to change over time. For example, it should support the ability for an identifier to be assigned privately within a community of interest, and later federated with other communities. [Issue: is it needed, Mike says yes.]

4.1.8 Data Protection and Security

4.1.8.1 CR-19: Identifier Security

The XRI specifications must not require identifiers that compromise security. [Use case: giving out an identifier that is also a user name.]

4.1.8.2 *PR-20: Identifier Privacy

The XRI specifications must not require identifiers that compromise privacy. [Issue: having some certainty about how we are going to meet the requirement. Drummond posits we can definitely meet it. Dave wants to make sure.]

4.1.8.3 *PR-21: Veronymity, Pseudonymity, and Anonymity

The XRI specifications must enable identifiers, resources, and the data associated with them to be veronymous (can be associated with the resource's verifable identity), pseudonymous (cannot be associated with the resource's verifable identity but can be associated with an alternative identity), or anonymous (cannot be associated with the resource's verifable identity or any other alternative identity).  [Issue: is it in scope or just a specialization of privacy? Issue: should definitions be in glossary?]

4.2 Identifier Resolution Requirements

4.2.1 General

4.2.1.1 *PR-15: Non-resolvability

The XRI specifications must permit identifiers that are not resolvable. [Issue: what is the result of the query?

Proposal: The application that initiated the resolution request must be able to distinguish between the following results:

· Success full resolution; resolved value is returned

· XRI exists but is not resolvable.

· XRI does not exist (or is a least unknown by the resolver)

]

4.2.1.2 CR-10: Semantic Mapping

The XRI specifications must enable an identifier optimized for human usage to resolve to an identifier optimized for persistence or machine and network efficiency.

4.2.1.3 CR-25: Resolution Mechanism-Independence

The XRI resolution specifications must not require the use of a particular resolution mechanism and must be able to be bound to multiple resolution mechanisms.

4.2.1.4 CR-26: Internet Resolution Mechanism

The XRI specifications must specify at least one resolution mechanism using Internet technologies.

4.2.1.5 CR-18: Unlimited Federation

The XRI specifications must support the ability for resolution to be delegated across any number of identifier authorities, and for delegation relationships to change over time. Specifically, it should support the ability for an identifier to be resolved privately within a community of interest, and later federated and thus be resolvable with other communities.

4.2.1.6 *PR-27: Scalability

The XRI specifications must be capable of being implemented globally at very large scale. [Issue: wording – “implemented”, “globally”, “very large”.

Wording from the URN Functional Requirements spec.

Scalability: URNs can be assigned to any resource that might conceivably be available on the network, for hundreds of years.

Naming authorities that support scalable naming are encouraged, but  not required.  Scalability implies that a scheme for devising names may be scalable both at its terminators as well as within the structure; e.g., in a hierarchical naming scheme, a naming authority might have an extensible mechanism for adding new sub-registries.

]

4.2.1.7 CR-28: Redundancy

The XRI specifications must enable an identifier to be resolved in such a way that there is no single point of failure.

4.2.2 Data Protection and Security

4.2.2.1 *PR-29: Trusted Resolution

The XRI specifications must ensure that the general resolution mechanism does not preclude a straightforward extension to a secure and trusted resolution mechanism for ensuring a level of trust that an identifier has been resolved to the resource to which the identifier authority assigned it. 

[More work.  Do we need to add any text in the requirements about the commitment to study/analysis secure/trusted resolution and include this analysis in an appendix as a minimum, with inclusion as part of the spec a possibility?]

4.3 Out of Scope Requirements

The following are listed for reference only – they are out of scope for the XRI TC but in scope for a follow-on TC. These will probably be removed soon.

4.3.1 Metadata & Resource Description Requirements

4.3.1.1 General

4.3.1.1.1 Standardized Format

The XRI metadata specifications must specify a mechanism to describe an XRI-identified resource in one or more standardized XML schema description languages.

4.3.1.1.2 Schema Extensibility

The XRI metadata specifications must enable any authority to extend the resource description schema to define any attribute or collection of attributes of a resource. (See also Attribute Identification above.)

4.3.1.1.3 Service Description

The XRI metadata specifications should enable the definition of services for operating on XRI-identified data.

4.3.1.1.4 Schema and Service Definitions as Resources

The XRI metadata specifications must enable a schema definition or a service definition to be treated as a first-class XRI-identifiable resource.

4.3.1.1.5 Resource Linking

The XRI metadata specifications must enable a resource to describe its relationship with another resource, including the ability for multiple physical resources to be linked into one logical resource.

4.3.1.2 Data Protection and Security

4.3.1.2.1 Policy Description

The XRI metadata specifications must enable a resource controller to describe the security and privacy policies that govern the exchange of data associated with a resource as discussed in the Data Exchange Protocol Requirements.

4.3.2 Data Exchange Protocol Requirements

4.3.2.1 General

4.3.2.1.1 Transport-Independence and Binding

The XRI data exchange specifications must be defined independent of any particular transport protocol and must be able to be bound to multiple transport protocols.

4.3.2.1.2 REST Semantics

The XRI data exchange specifications must at a minimum support the protocol semantics of REST (Representational State Transfer).

4.3.2.1.3 Service Invocation

The XRI data exchange specifications must specify how an XRI-identified service can be invoked to act on XRI-identified data.

4.3.2.1.4 Synchronization

The XRI data exchange specifications should specify how XRI-identified data can be synchronized between two or more resources.

4.3.2.1.5 Negotiation

The XRI data exchange specifications should specify how two or more resource controllers may negotiate an exchange of resources or resource attributes that conforms to the security, privacy, and synchronization policies of both parties.

4.3.2.2 Data Protection and Security

4.3.2.2.1 Policy Enforcement

The XRI data exchange specifications must enable the implementation of security and privacy policies that a resource controller has applied to a resource using the data protection metadata described in Metadata and Resource Description Requirements. 

4.3.2.2.2 Auditing and Verification

The XRI data exchange specifications must provide the ability for data exchange transactions to be logged, audited, and verified.

4.3.2.2.3 Security Framework Compatibility

The XRI data exchange specifications must be compatibile with common security frameworks (e.g., SAML, WS-Security, etc.)

5 Glossary

Terminology related to identifiers, IDs, names, addresses, and other semantic and syntactic associations is fraught with generalizations, fuzzy definitions, and overloaded meanings. Solving this problem is out of scope for the XRI TC. We do not intend to invent new terminology or repurpose existing terminology. Our goal is simply to use a limited set of commonly accepted terms precisely and uniformly throughout the specifications. This document is the collection of these terms and their definitions. 
5.1 Normative Glossary

Attribute

Any data, metadata, or resource that can be identified only in the context of a specific resource. Examples include the age of a person, the weight of a rock, and the diameter of a planet. Attributes always express a relative relationship; they exist only in the context of the resource they describe. Note that an attribute in the context of one resource may be a resource itself in another context. For example, a phone number is an attribute of a phone, however the phone number may itself be a resource contained by another resource such as a business card. Attributes can also be nested, i.e., contain other attributes. For example, a phone number may contain the attributes country code, area code, number, and extension.

Context

The backpointer of an identifier, i.e., the resource of which the identifier is an attribute. Context is always relative to an identifier. Context is the parent resource that assigns the identifier for the target resource. Since multiple resources can assign an identifier for a target resource, the resource can be said to be identified in multiple contexts.
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Cross-reference

See "Cross-Context Identifier".

Cross-Context Identifier

An identifier assigned in one context that is reused in another context. Cross-context identifiers are used primarily to identify instances of equivalent resources in different domains, for example, the same invoice in two accounting systems (the originating system and the receiving system), or the same Web page on multiple proxy servers. [Action item: need to amplify regarding the issues of whether cross-context identifiers are pointing to the same resource or different instances or representations of that resource.]

Delegation

See "Identifier Delegation".

Domain

A logical concept in networking meaning a zone of control, administration, authority, security, or policy enforcement. For example, a “security domain” is a zone (a network, or collection of machines, or other logical partition) where all entities have a certain level of trust not afforded outside that zone. A "host domain" is a zone where all the resources are physically hosted and administered together. A "legal domain" is a zone where all the resources are under the control of the same resource controller.

Federation

See "Identifier Federation".

Identifier

A string of characters that refers to a resource. More specifically, an attribute of a resource that forms an association with another resource. In UML (Unified Modeling Language), this means an identifier is an attribute of one object that forms an association with another object. The general term identifier does not specify whether the identifier is persistent or reassignable, whether it is semantic or non-semantic, or whether it is resolvable or non-resolvable.

Identifier Authority

A resource controller responsible for a resource that assigns identifiers to other resources.

Identifier Community

The set of resources that share a common identifier authority. [Action item: clarify that this means an acyclic graph.]

Identifier Delegation

The act of an identifier authority assigning an identifier to another identifier authority.

Identifier Federation

The result of the process of joining two identifier communities by having an identifier authority in one community delegate to an identifier authority in the other community to create a single community.  

Identifier Scheme

The syntactic rules governing the construction of an identifier, for example to support rules regarding delegation/federation, permanence/reassignability, and cross-references. The IETF URI specifications specify an overall scheme for the identifiers used in the World Wide Web; individual URI type specifications including the XRI specifications specify compliant identifier schemes.

Network Resource

A resource that has a digital representation on the network. Network resources include files, directory entries, databases, services, web pages, etc.

Non-Network Resource

A resource that exists independently of the network. Non-network resources include people, organizations, and concepts. [Action item: give examples. David Booth paper.]

Non-Resolvable Identifier

An identifier that does not reference a network resource or resource representation, but which exists only to abstractly represent a non-network resource. A non-resolvable identifier does not have any corresponding data or metadata for communicating with the resource it represents, and thus cannot be resolved in the conventional sense.

Non-Semantic Identifier

An identifier that does not contain human-readable words or phrases intended to invoke linguistic associations. Most machine-friendly identifiers are non-semantic identifiers. The opposite of "semantic identifier."

Permanent Identifier

An identifier that is permanently assigned to a resource, i.e., once the identifier is assigned, it will never be reused or reassigned to another resource. In general, permanent identifiers are non-semantic identifiers because semantic relationships are prone to change.

Reassignable Identifier

An identifier that may be reassigned from one resource to another. Example: the domain name "business.com" may reassigned from ABC Company to XYZ Company, or the email address "john@example.com" may be reassigned from John Smith to John Jones. Reassignable identifiers tend to be semantic identifiers because they frequently represent the mapping of non-network semantic relationships onto network resources or resource representations.

Representation

See "Resource Representation".

Resolvable Identifier

An identifier that references a network resource or resource representation, and therefore can be resolved into data or metadata for communicating with the resource it represents.

Resolution

The process of dereferencing an identifier to the data and metadata necessary to communicate with the identified resource.

Resource

As defined in RFC 2396 (URIs): "anything that has identity". In Topic Maps a resource is the equivalent of a "subject". In UML, a resource is typically modeled as an "object". Resources are of two types: non-network resources and network resources. Network resources in turn contain a subtype, resource representations. A resource representation may represent either a network resource or a non-network resource. 
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Resource Attribute

See "Attribute".

Resource Controller

A resource responsible for managing a network resource. A resource controller is typically a non-network resource (e.g., a person or an organization), however it may also be a network resource such as an application. In the European Union, a non-network resource controller (a person or an organization) that controls a resource representation containing personally identifiable data is legally referred to as a "data controller".
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Resource Representation

A network resource that represents the attributes of another resource. A resource representation may represent either a network resource or a non-network resource.

Semantic Identifier

An identifier containing human-readable words or phrases intended to invoke linguistic associations. Any human-friendly identifier is a semantic identifier. The opposite of "non-semantic identifier."

Version

A state of a resource or an attribute that can be identified apart from other states.

5.2 Informative Glossary

Some description of what is meant by an “Informative Glossary”

Address

A term commonly used to refer to a resolvable identifier, i.e., one that can be resolved into the data and metadata necessary to communicate with the resource it identifies.

Digital Identity

A term commonly used to refer to a resource representation that represents a non-network resource, such as a person or an organization.

ID

A term typically used for permanent identifiers and non-semantic identifiers. However ID is also used as shorthand for "identifier" and thus in some contexts may also include reassignable identifiers and semantic identifiers.

Identity

See "Resource" and "Digital Identity." [Action item: to add explanation about the broad uses of this term, including its relationship to other concepts such as persona, role, etc.]

Name

A term typically used for reassignable identifiers and semantic identifiers. However, like "ID", the term "name" and "naming" is also used as shorthand for "identifier" and "identification", particularly in a computer science context, and thus can also include permanent identifiers and non-semantic identifiers.
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